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CHAPTER
ONE

DOWNLOADS

This is not a release build of GROMACS, so please reference one of the GROMACS papers and the base release
of the manual.

This is not a release build of GROMACS. Please reference one of the GROMACS papers, as well as the base
release that this version is built from. Also, please state what modifcations have been performed or where the
version was sourced from.

1.1 Source code

* As ftp ftp://ftp.gromacs.org/gromacs/gromacs-2025.2-Debian_2025.2_1.tar.gz
* As https https://ftp.gromacs.org/gromacs/gromacs-2025.2-Debian_2025.2_1.tar.gz
¢ (md5sum unknown)

Other source code versions may be found at the web site.

1.2 Regression tests

* https://ftp.gromacs.org/regressiontests/regressiontests-2025.2.tar.gz

¢ (md5Ssum unknown)
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CHAPTER
TWO

INSTALLATION GUIDE

2.1 Installation guide for exotic configurations

2.1.1 Special instructions for building GROMACS on less-common systems

These instructions pertain to building GROMACS 2025.2-Debian_2025.2_1. This document is complementary to
the up-to-date installation instructions instructions.

The configurations listed here are expected to work, but are not recommended for typical users.

SYCL GPU acceleration for AMD and NVIDIA GPUs using Intel oneAPI DPC++
AMD and NVIDIA GPUs can also be used with Intel one API BaseKit and Codeplay oneAPI plugins.

For most users, we recommend using CUDA (page 16) for NVIDIA GPUs and AdaptiveCpp (page 18) for AMD
GPUs instead.

AMD GPUs

After installing Intel oneAPI toolkit 2024.0 or newer, a compatible ROCm version, and the Codeplay plugin,
set up the environment by running source /opt/intel/oneapi/setvars.sh orloading an appropriate
module load on an HPC system.

Then, configure GROMACS using the following command (replace g£xXYZ with the target architecture):

cmake .. -DCMAKE_C_COMPILER=icx —-DCMAKE_CXX_COMPILER=icpx \
-DGMX_GPU=SYCL -DGMX_SYCL=DPCPP \
—-DGMX_GPU_NB_CLUSTER_SIZE=8 -DGMX_GPU_FFT_LIBRARY=vkfft \
—DSYCL_CXX_FLAGS_EXTRA='—fsycl-targets=amd_gpu_gfxXYZz'

NVIDIA GPUs

After installing Intel oneAPI toolkit 2024.0 or newer, a compatible CUDA version, and the Codeplay plugin,
set up the environment by running source /opt/intel/oneapi/setvars.sh orloading an appropriate
module load on an HPC system.

Then, configure GROMACS using the following command:

cmake .. —-DCMAKE_C_COMPILER=icx —-DCMAKE_CXX_COMPILER=icpx \
-DGMX_GPU=SYCL -DGMX_SYCL=DPCPP \
—-DGMX_GPU_NB_CLUSTER_SIZE=8 -DGMX_GPU_FFT_LIBRARY=vkfft \
-DSYCL_CXX_FLAGS_EXTRA=-fsycl-targets=nvptx64-nvidia-cuda

For more recent NVIDIA GPUs, compiling for a specific compute capability can be beneficial for per-
formance. This is possible by setting the —fsycl-targets parameter of SYCL_CXX_FLAGS_EXTRA.
For example for an Ampere architecture GPU such as the NVIDIA A100, set -DSYCL_CXX_FLAGS_ -
EXTRA=-fsycl-targets=nvidia_gpu_sm_380. Possible values are given in the DPC++ user manual.
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SYCL GPU acceleration for NVIDIA GPUs using AdaptiveCpp
For most users, we recommend using CUDA (page 16) for NVIDIA GPUs.

Build and install AdaptiveCpp with CUDA backend (we recommend using the mainline Clang, not the ROCm-
bundled one).

Then, use the following command to build GROMACS (make sure to use the same compiler and set target GPU
architecture instead of sm_XY):

cmake .. —-DCMAKE_C_COMPILER=clang -DCMAKE_CXX_COMPILER=clang++ \
—DGMX_GPU=SYCL -DGMX_SYCL=ACPP -DACPP_TARGETS='cuda:sm_ XY'

Static linking

Dynamic linking of the GROMACS executables will lead to a smaller disk footprint when installed, and so is the
default on platforms where we believe it has been tested repeatedly and found to work. In general, this includes
Linux, Windows, Mac OS X and BSD systems. Static binaries take more space, but on some hardware and/or
under some conditions they are recommended or even necessary, most commonly when you are running large
parallel simulation using MPI libraries (e.g. Cray).

* To link GROMACS binaries statically against the internal GROMACS libraries, set -DBUILD_SHARED_—
LIBS=0FF.

* To link statically against external (non-system) libraries as well, set ~-DGMX_PREFER_STATIC_-
LIBS=ON. Note, that in general cmake picks up whatever is available, so this option only instructs cmake
to prefer static libraries when both static and shared are available. If no static version of an external library
is available, even when the aforementioned option is ON, the shared library will be used. Also note that the
resulting binaries will still be dynamically linked against system libraries on platforms where that is the de-
fault. To use static system libraries, additional compiler/linker flags are necessary, e.g. —static-libgcc
—-static-libstdc++.

* To attempt to link a fully static binary set -DGMX_BUILD_SHARED_EXE=OFF. This will prevent CMake
from explicitly setting any dynamic linking flags. This option also sets -DBUILD_SHARED_LIBS=OFF
and -DGMX_PREFER_STATIC_LIBS=ON by default, but the above caveats apply. For compilers
which don’t default to static linking, the required flags have to be specified. On Linux, this is usually
CFLAGS=-static CXXFLAGS=-static.

Building on Solaris

The built-in GROMACS processor detection does not work on Solaris, so it is strongly recommended that you
build GROMACS with ~-DGMX_HWLOC=on and ensure that the CMAKE_PREFIX_PATH includes the path where
the hwloc headers and libraries can be found. At least version 1.11.8 of hwloc is recommended.

RISC-V with VEC unit

GROMACS runs on RISC-V. The non-bonded kernel can be ran on the VEC vector unit, when
available. To enable this, add -DENABLE_NBNXM_ CPU_VECTORIZATION=on to the CMAKE_-
CXX_FLAGS. A clang compiler is required with version >=I19. If you want to check which
loops have been vectorized, add -Rpass=loop-vectorize -Rpass-missed=loop-vectorize
-Rpass—-analysis=loop-vectorize to the CMAKE_CXX_FLAGS. When calling gmx mdrun, set the
GMX_NBNXN_PLAINC_1X1 environment variable to choose the correct kernel.

2.2 Introduction to building GROMACS

These instructions pertain to building GROMACS 2025.2-Debian_2025.2_1. You might also want to check the
up-to-date installation instructions.

2.2. Introduction to building GROMACS 4
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2.2.1 Quick and dirty installation
1. Get the latest version of your C and C++ compilers.
Check that you have CMake version 3.28 or later.
Get and unpack the latest version of the GROMACS tarball.
Make a separate build directory and change to it.

Run cmake with the path to the source as an argument

A

Run make, make check, and make install
7. Source GMXRC to get access to GROMACS
Or, as a sequence of commands to execute:

tar xfz gromacs—2025.2-Debian_2025.2_1.tar.gz

cd gromacs—-2025.2-Debian_2025.2_1

mkdir build

cd build

cmake .. —-DGMX_BUILD_OWN_FFTW=ON -DREGRESSIONTEST_DOWNLOAD=0ON
make

make check

sudo make install

source /usr/local/gromacs/bin/GMXRC

This will download and build first the prerequisite FFT library followed by GROMACS. If you already have
FFTW installed, you can remove that argument to cmake. Overall, this build of GROMACS will be correct and
reasonably fast on the machine upon which cmake ran. On another machine, it may not run, or may not run fast.
If you want to get the maximum value for your hardware with GROMACS, you will have to read further. Sadly,
the interactions of hardware, libraries, and compilers are only going to continue to get more complex.

2.2.2 Quick and dirty cluster installation

On a cluster where users are expected to be running across multiple nodes using MPI, make one installation
similar to the above, and another using ~-DGMX_MPI=on. The latter will install binaries and libraries named
using a default suffix of _mpi ie gmx_mpi. Hence it is safe and common practice to install this into the same
location where the non-MPI build is installed.

2.2.3 Typical installation

As above, and with further details below, but you should consider using the following CMake options (page 14)
with the appropriate value instead of xxx :

-DCMAKE_C_COMPILER=xxx equal to the name of the C99 compiler (page 6) you wish to use (or the
environment variable CC)

-DCMAKE_CXX_COMPILER=xxx equal to the name of the C++17 compiler (page 6) you wish to use (or
the environment variable CXX)

* —~DGMX_MP I=on to build using MPI support (page 9)

—DGMX__GPU=CUDA to build with NVIDIA CUDA support enabled.

-DGMX__GPU=0penCL to build with OpenCL support enabled.

-DGMX_GPU=SYCL to build with SYCL support enabled (using Intel oneAPI DPC++ by default).

-DGMX_SYCL=ACPP to build with SYCL support using AdaptiveCpp (hipSYCL), requires ~DGMX_ —
GPU=SYCL.

-DGMX__SIMD=xxx to specify the level of SIMD support (page 14) of the node on which GROMACS will
run

-DGMX_DOUBLE=o0n to build GROMACS in double precision (slower, and not normally useful)

2.2. Introduction to building GROMACS 5
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e -DCMAKE_PREFIX_PATH=xxx toadd a non-standard location for CMake to search for libraries, headers
or programs (page 15)

e -DCMAKE_INSTALL_PREFIX=xxx to install GROMACS to a non-standard location (page 14) (default
/usr/local/gromacs)

e —DBUILD_SHARED_LIBS=o0ff to turn off the building of shared libraries to help with static linking
(page 4)

e —-DGMX_FFT_LIBRARY=xxx to select whether to use fftw3, mk1 or fftpack libraries for FFT sup-
port (page 10)

e -DCMAKE_BUILD_TYPE=Debug to build GROMACS in debug mode

2.2.4 Building older versions

Installation instructions for old GROMACS versions can be found at the GROMACS documentation page.

2.3 Prerequisites

2.3.1 Platform

GROMACS can be compiled for many operating systems and architectures. These include any distribution of
Linux, macOS or Windows, and architectures including 64-bit x86 (AMD64/x86-64), several PowerPC including
POWERY9, ARM v8, and RISC-V.

2.3.2 Compiler

GROMACS can be compiled on any platform with ANSI C99 and C++17 compilers, and their respective standard
C/C++ libraries. Good performance on an OS and architecture requires choosing a good compiler. We recommend
gcc, because it is free, widely available and frequently provides the best performance.

You should strive to use the most recent version of your compiler. Since we require full C++17 support the
minimum compiler versions supported by the GROMACS team are

* GNU (gec/libstdc++) 11
e LLVM (clang/libc++) 14
¢ Microsoft (MSVC) 2019

Other compilers may work (Cray, Pathscale, older clang) but do not offer competitive performance. We recom-
mend against PGI because the performance with C++ is very bad.

The Intel classic compiler (icc/icpe) is no longer supported in GROMACS. Use Intel’s newer clang-based compiler
from oneAPI, or gcc.

The xlc compiler is not supported and version 16.1 does not compile on POWER architectures for GROMACS-
2025.2-Debian_2025.2_1. We recommend to use the GCC compiler, version 9.x to 11.x. Note: there are known
issues (page 27) with GCC 12 and newer.

You may also need the most recent version of other compiler toolchain components beside the compiler itself (e.g.
assembler or linker); these are often shipped by your OS distribution’s binutils package.

C++17 support requires adequate support in both the compiler and the C++ library. The gcc and MSVC compilers
include their own standard libraries and require no further configuration. If your vendor’s compiler also manages
the standard library library via compiler flags, these will be honored. For configuration of other compilers, read
on.

On Linux, the clang compilers typically use for their C++ library the libstdc++ which comes with g++. For
GROMACS, we require the compiler to support libstc++ version 11 or higher. To select a particular libstdc++
library for a compiler whose default standard library does not work, provide the path to g++ with ~-DGMX_ —
GPLUSPLUS_PATH=/path/to/g++. Note that if you then build a further project that depends on GROMACS
you will need to arrange to use the same compiler and libstdc++.
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To build with clang and llvm’s libcxx standard library, use -DCMAKE_CXX_FLAGS=-stdlib=libc++.

If you are running on Mac OS X, Apple has unfortunately explicitly disabled OpenMP support in their Clang-based
compiler, and running without OpenMP support means you would need to use thread-MPI for any parallelism -
which is the reason the GROMACS configuration script now stops rather than just issues a warning you might
miss. Instead of turning off OpenMP, you can try to download the unsupported libomp distributed by the R project
or compile your own version - but this will likely have to be updated any time you upgrade the major Mac OS
version. Alternatively, you can download a version of gcc; just make sure you actually use your downloaded gcc
version, since Apple by default links /ust/bin/gcc to their own compiler.

For all non-x86 platforms, your best option is typically to use gcc or the vendor’s default or recommended com-
piler, and check for specialized information below.

For updated versions of gcc to add to your Linux OS, see
» Ubuntu: Ubuntu toolchain ppa page
* RHEL/CentOS: EPEL page or the RedHat Developer Toolset

2.3.3 Compiling with parallelization options

For maximum performance you will need to examine how you will use GROMACS and what hardware you plan
to run on. Often OpenMP parallelism is an advantage for GROMACS, but support for this is generally built into
your compiler and detected automatically.

GPU support

GROMACS supports a variety of GPU acceleration options. For end-users, here are the recommended options
based on your hardware:

e AMD GPUs: SYCL (with AdaptiveCpp)

* Apple M-series: OpenCL

¢ Intel GPUs: SYCL (with Intel oneAPI DPC++)
* NVIDIA GPUs: CUDA

CUDA

CUDA is the recommended backend for NVIDIA GPUs.
Supported hardware:
* NVIDIA GPUs (all supported by the CUDA toolkit)
Requirements:
* CUDA toolkit version 12.1 or newer
* GPU with compute capability 5.0 or higher
Best practices:
* Use the latest CUDA version and NVIDIA driver compatible with your hardware
e Match your gcc version with nvcc’s host compiler (prefer the latest gcc/clang version supported by nvcc)

More information can be found in the CUDA GPU acceleration (page 16) section.

OpenCL

OpenCL is deprecated, but is currently the only backend supporting Apple M-series GPUs.

Supported hardware:
¢ AMD GCN-based GPUs (RDNA-series GPUs, such as RX 5500 or RX 6900, are not supported)
* Apple M-series GPUs
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* Intel GPUs (special compilation options required; Intel DataCenter GPU Max are not supported)

* NVIDIA GPUs (only prior to Volta architecture; newer GPUs, such as V100 or GTX 10xx-series, are not
supported)

Requirements:
* The minimum OpenCL version unknown.

More information can be found in the OpenCL GPU acceleration (page 16) section.

SYCL

SYCL is the recommended backend for Intel and AMD GPUs. For Intel GPUs, we recommend using the In-
tel oneAPI DPC++ compiler, while for AMD GPUs we recommend using AdaptiveCpp compiler with ROCm
runtime.

Supported hardware:

* AMD GPUs: GFX9 (Vega, Raven), CDNA-series, RDNA-series GPUs (using either oneAPI or Adap-
tiveCpp)

* Intel GPUs: All current integrated/discrete GPUs (using one API)
e NVIDIA GPUs: All GPUs (using either one API or AdaptiveCpp)
Requirements:
* oneAPI DPC++ compiler: 2024.0 or newer (Codeplay plugin required for NVIDIA/AMD Support), or
* AdaptiveCpp: 23.10 or newer.
Limitations:
¢ Intel GPUs and SSCP/generic compilation flow not supported with AdaptiveCpp.
* ROCm or CUDA toolkits are required for AMD and NVIDIA GPUs respectively.

More information can be found in the SYCL GPU acceleration Intel (page 18) and SYCL GPU acceleration AMD
(page 18) sections.

HIP

Supported hardware:

* AMD GPUs: GFX9, CDNA 1/2, RDNA 1/2/3 GPUs
Requirements:

* ROCm runtime 5.2 or newer
Limitations:

* Available from GROMACS 2025

* GROMACS 2025 supports only main non-bonded kernels

Experimental branch: * Experimental feature branch supporting all compute kernels: HIP feature branch * Sup-
ported by AMD and aimed to get merged in the next major release * Updated together with 2025 releases to be
based on latest fixes * For support, contact acmnpv here

More information can be found in the AMD-HIP (page 19) section.

Important Notes

* Only one GPU backend can be configured per build
* CPU code always runs alongside GPU acceleration

¢ Choose latest drivers while watching for performance regressions on older hardware
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MPI support

GROMACS can run in parallel on multiple cores of a single workstation using its built-in thread-MPI. No user
action is required in order to enable this.

If you wish to run in parallel on multiple machines across a network, you will need to have an MPI library
installed that supports the MPI 2.0 standard. That’s true for any MPI library version released since about 2009,
but the GROMACS team recommends the latest version (for best performance) of either your vendor’s library,
OpenMPI or MPICH.

To compile with MPI set your compiler to the normal (non-MPI) compiler and add ~-DGMX_MP I=on to the cmake
options. It is possible to set the compiler to the MPI compiler wrapper but it is neither necessary nor recommended.

GPU-aware MPI support

In simulations using multiple GPUs, an MPI implementation with GPU support allows communication to be per-
formed directly between the distinct GPU memory spaces without staging through CPU memory, often resulting
in higher bandwidth and lower latency communication. The only current support for this in GROMACS is with
a CUDA build targeting Nvidia GPUs using “CUDA-aware” MPI libraries. For more details, see Introduction to
CUDA-aware MPI.

To use CUDA-aware MPI for direct GPU communication we recommend using the latest OpenMPI version
(>=4.1.0) with the latest UCX version (>=1.10), since most GROMACS internal testing on CUDA-aware sup-
port has been performed using these versions. OpenMPI with CUDA-aware support can be built following the
procedure in these OpenMPI build instructions.

For GPU-aware MPI support of Intel GPUs, use Intel MPI no earlier than version 2018.8. Such a version is
found in the oneAPI SDKs starting from version 2023.0. At runtime, the LevelZero SYCL backend must be used
(setting environment variable ONEAPI_DEVICE_SELECTOR=level_zero:gpu will typically suffice) and
GPU-aware support in the MPI runtime selected.

For GPU-aware MPI support on AMD GPUs, several MPI implementations with UCX support can work, we
recommend the latest OpenMPI version (>=4.1.4) with the latest UCX (>=1.13) since most of our testing was
done using these version. Other MPI flavors such as Cray MPICH are also GPU-aware and compatible with
ROCm.

With GMX_MP I=0ON, GROMACS attempts to automatically detect GPU support in the underlying MPI library
at compile time, and enables direct GPU communication when this is detected. However, there are some cases
when GROMACS may fail to detect existing GPU-aware MPI support, in which case it can be manually enabled
by setting environment variable GMX_FORCE_GPU_AWARE_MPI=1 at runtime (although such cases still lack
substantial testing, so we urge the user to carefully check correctness of results against those using default build
options, and report any issues).

NVSHMEM Support for GPU kernel-initiated communication

In simulations using multiple GPUs, NVSHMEM provides a programming interface that allows GPU-initiated di-
rect communication between distinct GPU memory spaces. This approach leverages NVSHMEM'’s global address
space, often resulting in higher bandwidth and lower latency communication.

Support for this feature in GROMACS is currently enabled by building with NVSHMEM
support  (GMX_NVSHMEM=ON) and specifying the NVSHMEM root directory (NVSHMEM_-
ROOT=<Path-to-NVSHMEM-Lib-Root—-dir>). This setup targets NVIDIA GPUs and utilizes the
NVSHMEM library for efficient inter-GPU data transfers. It should be noted that the NVSHMEM build is not
compatible with cuFFTMp, an issue that may be resolved in a future release.

This is an experimental feature. The current implementation performs well for small system sizes (up to 300,000
particles). Performance improvements are planned for future releases, where we expect the NVSHMEM-based
implementation to be faster across all input sizes compared to MPL.
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2.3.4 CMake

GROMACS builds with the CMake build system, requiring at least version 3.28. You can check whether CMake
is installed, and what version it is, with cmake —--version. If you need to install CMake, then first check
whether your platform’s package management system provides a suitable version, or visit the CMake installation
page for pre-compiled binaries, source code and installation instructions. The GROMACS team recommends you
install the most recent version of CMake you can.

2.3.5 Fast Fourier Transform library

Many simulations in GROMACS make extensive use of fast Fourier transforms, and a software library to perform
these is always required. We recommend FFTW (version 3 or higher only) or Intel MKL. The choice of library can
be set with cmake -DGMX_FFT_LIBRARY=<name>, where <name> is one of fftw3, mkl, or fftpack.
FFTPACK is bundled with GROMACS as a fallback, and is acceptable if simulation performance is not a priority.
When choosing MKL, GROMACS will also use MKL for BLAS and LAPACK (see linear algebra libraries
(page 20)). Generally, there is no advantage in using MKL with GROMACS, and FFTW is often faster. With
PME GPU offload support using CUDA, a GPU-based FFT library is required. The CUDA-based GPU FFT
library cuFFT is part of the CUDA toolkit (required for all CUDA builds) and therefore no additional software
component is needed when building with CUDA GPU acceleration.

Using FFTW

FFTW is likely to be available for your platform via its package management system, but there can be compatibility
and significant performance issues associated with these packages. In particular, GROMACS simulations are
normally run in “mixed” floating-point precision, which is suited for the use of single precision in FFTW. The
default FFTW package is normally in double precision, and good compiler options to use for FFTW when linked
to GROMACS may not have been used. Accordingly, the GROMACS team recommends either

* that you permit the GROMACS installation to download and build FFTW from source automatically for
you (use cmake —-DGMX_BUILD_OWN_FFTW=O0ON), or

* that you build FFTW from the source code.

If you build FFTW from source yourself, get the most recent version and follow the FFTW installation guide.
Choose the precision for FFTW (i.e. single/float vs. double) to match whether you will later use mixed or double
precision for GROMACS. There is no need to compile FFTW with threading or MPI support, but it does no harm.
On x86 hardware, compile with all of ——enable-sse2, ——enable-avx, and ——enable-avx2 flags. On
Intel processors supporting 512-wide AVX, including KNL, add ——enable-avx512 too. FFTW will create a
fat library with codelets for all different instruction sets, and pick the fastest supported one at runtime. On ARM
architectures with SIMD support use ——enable—neon flag; on IBM Power8 and later, use ——enable-vsx
flag. If you are using a Cray, there is a special modified (commercial) version of FFTs using the FFTW interface
which can be slightly faster.

Relying on ~-DGMX_BUILD_OWN_FFTW=0N works well in typical situations, but does not work on Windows,
when using ninja build system, when cross-compiling, with custom toolchain configurations, etc. In such cases,
please build FFTW manually.

Using MKL

To target either Intel CPUs or GPUs, use OneAPI MKL (>=2021.3) by setting up the environment,
e.g., through source /opt/intel/oneapi/setvars.sh or source /opt/intel/oneapi/mkl/
latest/env/vars. sh or manually setting environment variable MKLROOT=/full/path/to/mkl. Then
run CMake with setting -DGMX_FFT_LIBRARY=mk1 and/or -DGMX_GPU_FFT_LIBRARY=mk]l.

Using oneMath Interface Library

The oneMath interface library (earlier called oneMKL interface library, not to be confused with Intel oneMKL)
enables the SYCL backend for GROMACS with cuFFT, rocFFT, or closed-source oneMath using Intel DPC++ and
Codeplay’s plugins for NVIDIA and AMD GPUs. To use, Intel DPC++ must be installed along with Codeplay’s
plugins for NVIDIA and AMD GPUs as required, and CUDA and/or ROCm as required. The environment should
be initialized as with the MKL instructions above.
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To use the oneMath interface library, download, build and install oneMath as directed in the oneMath documenta-
tion, making sure that suitable DFT backends are enabled. Then, when building GROMACS, set -DGMX_GPU__ -
FFT_LIBRARY=ONEMATH

Using double-batched FFT library

Generally MKL will provide better performance on Intel GPUs, however this alternative open-source library from
Intel is useful for very large FFT sizes in GROMACS.

cmake -DGMX_GPU_FFT_LIBRARY=BBFFT \
—DCMAKE_PREFIX_ PATH=SPATH_TO_BBFFT_INSTALL

Note: in GROMACS 2023, the option was called DBFFT.

Using ARM Performance Libraries

The ARM Performance Libraries provides FFT transforms implementation for ARM architectures. Preliminary
support is provided for ARMPL in GROMACS through its FFTW-compatible API. Assuming that the ARM HPC
toolchain environment including the ARMPL paths are set up (e.g. through loading the appropriate modules like
module load Module-Prefix/arm—hpc-compiler-X.Y/armpl/X.Y)use the following cmake op-
tions:

cmake -DGMX_FFT_LIBRARY=fftw3 \
—-DFFTWF_LIBRARY="S{ARMPIL_DIR}/lib/libarmpl_lp64.so" \
—-DFFTWF_INCLUDE_DIR=S{ARMPL_DIR}/include

Using cuFFTMp

Decomposition of PME work to multiple GPUs is supported with NVIDIA GPUs when using a CUDA build.
This requires building GROMACS with the NVIDIA cuFFTMp (cuFFT Multi-process) library, shipped with
the NVIDIA HPC SDK, which provides distributed FFTs including across multiple compute nodes. To enable
cuFFTMp support use the following cmake options:

cmake -DGMX_USE_CUFFTMP=ON \
—-DcuFFTMp_ROOT=<path to NVIDIA HPC SDK math_libs folder>

Please make sure cuFFTMp’s hardware and software requirements are met before trying to use GPU PME de-
composition feature. In particular, cuFFTMp internally uses NVSHMEM, and it is vital that the NVSHMEM
and cuFFTMp versions in use are compatible. Some versions of the NVIDIA HPC SDK include two versions
of NVSHMEM, where the cuFFTMp compatible variant can be found at Linux_x86_64/<SDK_version>/
comm_libs/<CUDA_version>/nvshmem_cufftmp_compat. If that directory does not exist in the SDK,
then there only exists a single (compatible) version at Linux_x86_64/<SDK_version>/comm_libs/
<CUDA_version>/nvshmem. The version can be selected by, prior to both compilation and running, updating
the LD_LIBRARY_PATH environment variable as follows:

export LD_LIBRARY_ PATH=<path to compatible NVSHMEM folder>/lib:S$LD_LIBRARY
—~PATH

It is advisable to refer to the NVSHMEM FAQ page for any issues faced at runtime.

Using heFFTe

Decomposition of PME work to multiple GPUs is supported with PME offloaded to any vendor’s GPU when
building GROMACS linked to the heFFTe library. HeFFTe uses GPU-aware MPI to provide distributed FFTs
including across multiple compute nodes. It requires a CUDA build to target NVIDIA GPUs and a SYCL build to
target Intel or AMD GPUs. To enable heFFTe support, use the following cmake options:

cmake -DGMX_USE_HEFFTE=ON \
—-DHeffte_ROOT=<path to heFFTe folder>

2.3. Prerequisites 11


https://uxlfoundation.github.io/oneMath/building_the_project_with_dpcpp.html
https://uxlfoundation.github.io/oneMath/building_the_project_with_dpcpp.html
https://github.com/uxlfoundation/oneMath#supported-configurations
https://github.com/intel/double-batched-fft-library
https://github.com/intel/double-batched-fft-library
https://docs.nvidia.com/hpc-sdk/cufftmp
https://docs.nvidia.com/hpc-sdk/cufftmp/usage/requirements.html
https://developer.nvidia.com/nvshmem
https://docs.nvidia.com/hpc-sdk/nvshmem/api/faq.html#general-faqs
https://icl.utk.edu/fft/

GROMACS Documentation, Release 2025.2-Debian_2025.2_1

You will need an installation of heFFTe configured to use the same GPU-aware MPI library that will be used by
GROMACS, and with support that matches the intended GROMACS build. It is best to use the same C++ compiler
and standard library also. When targeting Intel GPUs, add ~-DHeffte_ENABLE_ONEAPI=ON -DHeffte_-
ONEMKL_ROOT=<path to oneMKL folder>. When targeting AMD GPUs, add ~-DHeffte_ENABLE_-
ROCM=ON -DHeffte_ROCM_ROOT=<path to ROCm folder>.

Using VKFFT

VKFFT is a multi-backend GPU-accelerated multidimensional Fast Fourier Transform library which aims to pro-
vide an open-source alternative to vendor libraries.

GROMACS includes VKFFT support with two goals: portability across GPU platforms and performance improve-
ments. VKFFT can be used with OpenCL and SYCL backends:

* For SYCL builds, VKFFT provides a portable backend which currently can be used on AMD and NVIDIA
GPUs with AdaptiveCpp and Intel oneAPI DPC++; it generally outperforms rocFFT hence it is recom-
mended as default on AMD. Note that VKFFT is not supported with PME decomposition (which requires
HeFFTe) since HeFFTe does not have a VKFFT backend.

* For OpenCL builds, VKFFT provides an alternative to CIFFT. It is the default on macOS and when building
with Visual Studio. On other platforms it is not extensively tested, but it likely outperforms CIFFT and can
be enabled during cmake configuration.

» For AMD-HIP (page 19), VKFFT is the default FFT backend, as it supports both consumer and data center
hardware.

To enable VKFFT support, use the following CMake option:

[Cmake -DGMX_GPU_FFT_LIBRARY=VKFFT

1

GROMACS bundles VKFFT with its source code, but an external VKFFT can also be used (e.g. to benefit from
improvements in VKFFT releases more recent than the bundled version) in the following manner:

cmake -DGMX_GPU_FFT_LIBRARY=VKFFT \

—~DGMX_EXTERNAL_VKFFT=ON -DVKFFT_INCLUDE_DIR=<path to VkKFFT directory>

|

2.3.6 Other optional build components

Run-time detection of hardware capabilities can be improved by linking with hwloc. By default this is
turned off since it might not be supported everywhere, but if you have hwloc installed it should work by just
setting ~-DGMX_HWLOC=0ON

Hardware-optimized BLAS and LAPACK libraries are useful for a few of the GROMACS utilities focused
on normal modes and matrix manipulation, but they do not provide any benefits for normal simulations.
Configuring these is discussed at linear algebra libraries (page 20).

An external TNG library for trajectory-file handling can be used by setting —~DGMX_EXTERNAL_ -
TNG=yes, but TNG 1.7.10 is bundled in the GROMACS source already.

The Imlfit library for Levenberg-Marquardt curve fitting is used in GROMACS. Only Imfit 7.0 is supported.
A reduced version of that library is bundled in the GROMACS distribution, and the default build uses
it. That default may be explicitly enabled with ~-DGMX_USE_LMFIT=internal. To use an external
Imfit library, set -DGMX_USE_LMFIT=external, and adjust CMAKE_PREFIX_PATH as needed. Imfit
support can be disabled with -DGMX_USE_LMFIT=none.

zlib is used by TNG for compressing some kinds of trajectory data.

Building the GROMACS documentation is optional, and requires and other software. Refer to https:
//manual.gromacs.org/current/dev-manual/documentation-generation.html or the docs/dev-manual/
documentation—generation.rst file in the sources.

The GROMACS utility programs often write data files in formats suitable for the Grace plotting tool, but it
is straightforward to use these files in other plotting programs, too.
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e Set -DGMX_PYTHON_PACKAGE=ON when configuring GROMACS with CMake to enable additional
CMake targets for the gmxapi Python package and sample_restraint package from the main GROMACS
CMake build. This supports additional testing and documentation generation.

2.4 Doing a build of GROMACS

This section will cover a general build of GROMACS with CMake (page 10), but it is not an exhaustive discussion
of how to use CMake. There are many resources available on the web, which we suggest you search for when
you encounter problems not covered here. The material below applies specifically to builds on Unix-like systems,
including Linux, and Mac OS X. For other platforms, see the specialist instructions below.

2.4.1 Configuring with CMake

CMake will run many tests on your system and do its best to work out how to build GROMACS for you. If your
build machine is the same as your target machine, then you can be sure that the defaults and detection will be
pretty good. However, if you want to control aspects of the build, or you are compiling on a cluster head node for
back-end nodes with a different architecture, there are a few things you should consider specifying.

The best way to use CMake to configure GROMACS is to do an “out-of-source” build, by making another directory
from which you will run CMake. This can be outside the source directory, or a subdirectory of it. It also means
you can never corrupt your source code by trying to build it! So, the only required argument on the CMake
command line is the name of the directory containing the CMakeLists. txt file of the code you want to build.
For example, download the source tarball and use

tar xzf gromacs-2025.2-Debian_2025.2_1.tgz
cd gromacs—-2025.2-Debian_2025.2_1

mkdir build-gromacs

cd build-gromacs

cmake

You will see cmake report a sequence of results of tests and detections done by the GROMACS build system.
These are written to the cmake cache, kept in CMakeCache . txt. You can edit this file by hand, but this is not
recommended because you could make a mistake. You should not attempt to move or copy this file to do another
build, because file paths are hard-coded within it. If you mess things up, just delete this file and start again with
cmake.

If there is a serious problem detected at this stage, then you will see a fatal error and some suggestions for how
to overcome it. If you are not sure how to deal with that, please start by searching on the web (most computer
problems already have known solutions!) and then consult the user discussion forum. There are also informational
warnings that you might like to take on board or not. Piping the output of cmake through less or tee can be
useful, too.

Once cmake returns, you can see all the settings that were chosen and information about them by using e.g. the
curses interface

[ccmake

You can actually use ccmake (available on most Unix platforms) directly in the first step, but then most of the
status messages will merely blink in the lower part of the terminal rather than be written to standard output. Most
platforms including Linux, Windows, and Mac OS X even have native graphical user interfaces for cmake, and it
can create project files for almost any build environment you want (including Visual Studio or Xcode). Check out
running CMake for general advice on what you are seeing and how to navigate and change things. The settings
you might normally want to change are already presented. You may make changes, then re-configure (using c),
so that it gets a chance to make changes that depend on yours and perform more checking. It may take several
configuration passes to reach the desired configuration, in particular if you need to resolve errors.

When you have reached the desired configuration with ccmake, the build system can be generated by pressing
g. This requires that the previous configuration pass did not reveal any additional settings (if it did, you need to
configure once more with c). With cmake, the build system is generated after each pass that does not produce
errors.
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You cannot attempt to change compilers after the initial run of cmake. If you need to change, clean up, and start
again.

Where to install GROMACS

GROMACS is installed in the directory to which CMAKE_INSTALL_PREFIX points. It may not be the source
directory or the build directory. You require write permissions to this directory. Thus, without super-user privi-
leges, CMAKE_INSTALL_PREFIX will have to be within your home directory. Even if you do have super-user
privileges, you should use them only for the installation phase, and never for configuring, building, or running
GROMACS!

Using CMake command-line options

Once you become comfortable with setting and changing options, you may know in advance how you will con-
figure GROMACS. If so, you can speed things up by invoking cmake and passing the various options at once on
the command line. This can be done by setting cache variable at the cmake invocation using -DOPTION=VALUE.
Note that some environment variables are also taken into account, in particular variables like CC and CXX.

For example, the following command line

cmake .. —-DGMX_GPU=CUDA -DGMX_MPI=ON \
—-DCMAKE_INSTALL_PREFIX=/home/marydoe/programs

can be used to build with CUDA GPUs, MPI and install in a custom location. You can even save that in a shell
script to make it even easier next time. You can also do this kind of thing with ccmake, but you should avoid
this, because the options set with —D will not be able to be changed interactively in that run of ccmake.

SIMD support

GROMACS has extensive support for detecting and using the SIMD capabilities of many modern HPC CPU
architectures. If you are building GROMACS on the same hardware you will run it on, then you don’t need to read
more about this, unless you are getting configuration warnings you do not understand. By default, the GROMACS
build system will detect the SIMD instruction set supported by the CPU architecture (on which the configuring is
done), and thus pick the best available SIMD parallelization supported by GROMACS. The build system will also
check that the compiler and linker used also support the selected SIMD instruction set and issue a fatal error if
they do not.

Valid values are listed below, and the applicable value with the largest number in the list is generally the one
you should choose. In most cases, choosing an inappropriate higher number will lead to compiling a binary that
will not run. However, on a number of processor architectures choosing the highest supported value can lead to
performance loss, e.g. on Intel Skylake-X/SP and AMD Zen (first generation).

1. None For use only on an architecture either lacking SIMD, or to which GROMACS has not yet been ported
and none of the options below are applicable.

2. SSE2 This SIMD instruction set was introduced in Intel processors in 2001, and AMD in 2003. Essentially
all x86 machines in existence have this, so it might be a good choice if you need to support dinosaur x86
computers too.

3. SSE4 .1 Present in all Intel core processors since 2007, but notably not in AMD Magny-Cours. Still, almost
all recent processors support this, so this can also be considered a good baseline if you are content with slow
simulations and prefer portability between reasonably modern processors.

4. AVX_128_FMA AMD Bulldozer, Piledriver (and later Family 15h) processors have this but it is NOT
supported on any AMD processors since Zenl.

5. AVX_256 Intel processors since Sandy Bridge (2011). While this code will work on the AMD Bulldozer
and Piledriver processors, it is significantly less efficient than the AVX_128_FMA choice above - do not be
fooled to assume that 256 is better than 128 in this case.

6. AVX2_128 AMD Zen/Zen2 and Hygon Dhyana microarchitecture processors; it will enable AVX?2 with 3-
way fused multiply-add instructions. While these microarchitectures do support 256-bit AVX2 instructions,
hence AVX2_256 is also supported, 128-bit will generally be faster, in particular when the non-bonded
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tasks run on the CPU — hence the default AvX2_128. With GPU offload, however, AVX2_256 can be
faster on Zen processors.

7. AVX2_256 Present on Intel Haswell (and later) processors (2013) and AMD Zen3 and later (2020); it will
also enable 3-way fused multiply-add instructions.

8. AVX_512 Skylake-X desktop and Skylake-SP Xeon processors (2017) and AMD Zen4 (2022); on Intel it
will generally be fastest on the higher-end desktop and server processors with two 512-bit fused multiply-
add units (e.g. Core 19 and Xeon Gold). However, certain desktop and server models (e.g. Xeon Bronze
and Silver) come with only one AVX512 FMA unit and therefore on these processors AVX2_256 is faster
(compile- and runtime checks try to inform about such cases). On AMD it is beneficial to use starting with
Zen4. Additionally, with GPU accelerated runs AVX2_256 can also be faster on high-end Skylake CPUs
with both 512-bit FMA units enabled.

9. AVX_512_KNL Knights Landing Xeon Phi processors.
10. IBM_VSX Power7, Power8, Power9 and later have this.

11. ARM_NEON_ASIMD 64-bit ARMvS and later. For maximum performance on NVIDIA Grace (ARMv9),
we strongly suggest at least GNU >= 13, LLVM >= 16.

12. ARM_SVE 64-bit ARMvVS and later with the Scalable Vector Extensions (SVE). The SVE vector length
is fixed at CMake configure time. The default vector length is automatically detected, and this can be
changed via the GMX_SIMD_ARM_SVE_LENGTH CMake variable. If compiling for a different target ar-
chitecture than the compilation machine, GMX_SIMD_ARM_SVE_LENGTH should be set to the hardware
vector length implemented by the target machine. There is no expected performance benefit from setting
a smaller value than the implemented vector length, and setting a larger length can lead to unexpected
crashes. Minimum required compiler versions are GNU >= 10, LLVM >=13, or ARM >= 21.1. For maxi-
mum performance we strongly suggest the latest gcc compilers, or at least LLVM 14 or ARM 22.0. Lower
performance has been observed with LLVM 13 and Arm compiler 21.1.

The CMake configure system will check that the compiler you have chosen can target the architecture you have
chosen. mdrun will check further at runtime, so if in doubt, choose the lowest number you think might work, and
see what mdrun says. The configure system also works around many known issues in many versions of common
HPC compilers.

A further GMX_SIMD=Reference option exists, which is a special SIMD-like implementation written in plain
C that developers can use when developing support in GROMACS for new SIMD architectures. It is not designed
for use in production simulations, but if you are using an architecture with SIMD support to which GROMACS
has not yet been ported, you may wish to try this option instead of the default GMX_SIMD=None, as it can often
out-perform this when the auto-vectorization in your compiler does a good job. And post on the GROMACS user
discussion forum, because GROMACS can probably be ported to new SIMD architectures in a few days.

CMake advanced options

The options that are displayed in the default view of ccmake are ones that we think a reasonable number of
users might want to consider changing. There are a lot more options available, which you can see by toggling the
advanced mode in ccmake on and off with t. Even there, most of the variables that you might want to change
have a CMAKE_ or GMX__ prefix. There are also some options that will be visible or not according to whether their
preconditions are satisfied.

Helping CMake find the right libraries, headers, or programs

If libraries are installed in non-default locations, their location can be specified using the following variables:
e CMAKE_INCLUDE_PATH for header files
e CMAKE_LIBRARY_PATH for libraries

* CMAKE_PREFIX_PATH for header, libraries and binaries (e.g. /usr/local).

The respective include, 1ib, or bin is appended to the path. For each of these variables, a list of paths can be
specified (on Unix, separated with “:””). These can be set as environment variables like:
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[C[\JL'\KJ:;EREB IX _PATH=/opt/fftw:/opt/cuda cmake .. }

(assuming bash shell). Alternatively, these variables are also cmake options, so they can be set like —-DCMAKE_ -
PREFIX_PATH=/opt/fftw:/opt/cuda.

The CC and CXX environment variables are also useful for indicating to cmake which compilers to use. Similarly,
CFLAGS/CXXFLAGS can be used to pass compiler options, but note that these will be appended to those set
by GROMACS for your build platform and build type. You can customize some of this with advanced CMake
options, such as CMAKE_C_FLAGS and its relatives.

See also the page on CMake environment variables.

CUDA GPU acceleration

If you have the CUDA Toolkit installed, you can use cmake with:

[cmake .. —-DGMX_GPU=CUDA -DCUDA_TOOLKIT_ROOT_DIR=/usr/local/cuda }

(or whichever path has your installation). In some cases, you might need to specify manually which of your C++
compilers should be used, e.g. with the advanced option CUDA_HOST_COMPILER.

By default, code will be generated for the most common CUDA architectures. However, to reduce build time
and binary size we do not generate code for every single possible architecture, which in rare cases (say, Tegra
systems) can result in the default build not being able to use some GPUs. If this happens, or if you want to remove
some architectures to reduce binary size and build time, you can alter the target CUDA architectures. This can
be done either with the GMX_CUDA_TARGET_SM or GMX_CUDA_TARGET_COMPUTE CMake variables, which
take a semicolon delimited string with the two digit suffixes of CUDA (virtual) architectures names, for instance
“60;75;86”. For details, see the “Options for steering GPU code generation” section of the nvcc documentation.

The GPU acceleration has been tested on AMD64/x86-64 platforms with Linux, Mac OS X and Windows oper-
ating systems, but Linux is the best-tested and supported of these. Linux running on POWER 8/9 and ARM v§
CPUs also works well.

Experimental support is available for compiling CUDA code, both for host and device, using clang (version 6.0
or later). A CUDA toolkit is still required but it is used only for GPU device code generation and to link against
the CUDA runtime library. The clang CUDA support simplifies compilation and provides benefits for develop-
ment (e.g. allows the use code sanitizers in CUDA host-code). Additionally, using clang for both CPU and GPU
compilation can be beneficial to avoid compatibility issues between the GNU toolchain and the CUDA toolkit.
clang for CUDA can be triggered using the GMX_CLANG_CUDA=ON CMake option. Target architectures can be
selected with GMX_CUDA_TARGET_SM, virtual architecture code is always embedded for all requested archi-
tectures (hence GMX_CUDA_TARGET_COMPUTE is ignored). Note that this is mainly a developer-oriented
feature but its performance is generally close to that of code compiled with nvcce.

OpenCL GPU acceleration

The primary targets of the GROMACS OpenCL support is accelerating simulations on AMD and Intel hardware.
For AMD, we target both discrete GPUs and APUs (integrated CPU+GPU chips), and for Intel we target the
integrated GPUs found on modern workstation and mobile hardware. The GROMACS OpenCL on NVIDIA
GPUs works, but performance and other limitations make it less practical (for details see the user guide).

To build GROMACS with OpenCL support enabled, two components are required: the OpenCL headers and the
wrapper library that acts as a client driver loader (so-called ICD loader). The additional, runtime-only dependency
is the vendor-specific GPU driver for the device targeted. This also contains the OpenCL compiler. As the GPU
compute kernels are compiled on-demand at run time, this vendor-specific compiler and driver is not needed for
building GROMACS. The former, compile-time dependencies are standard components, hence stock versions can
be obtained from most Linux distribution repositories (e.g. opencl-headers and ocl-icd-1libopencll
on Debian/Ubuntu). Only the compatibility with the required OpenCL version unknown needs to be ensured.
Alternatively, the headers and library can also be obtained from vendor SDKs, which must be installed in a path
found in CMAKE_PREFIX_PATH.

To trigger an OpenCL build the following CMake flags must be set
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[cmake .. —DGMX_GPU=0OpenCL

To build with support for Intel integrated GPUs, it is required to add ~-DGMX_GPU_NB_CLUSTER_SIZE=4 to
the cmake command line, so that the GPU kernels match the characteristics of the hardware. The Neo driver is
recommended.

On Mac OS, an AMD GPU can be used only with OS version 10.10.4 and higher; earlier OS versions are known
to run incorrectly.

By default, on Linux, any clFFT library on the system will be used with GROMACS, but if none is found then the
code will fall back on a version bundled with GROMACS. To require GROMACS to link with an external library,
use

cmake .. —-DGMX_GPU=0OpenCL -DclFFT_ROOT_DIR=/path/to/your/clFFT \
—DGMX_EXTERNAL_CLFFT=TRUE

On Windows with MSVC and on macOS, VKFFT is used instead of cIFFT, but this can provide performance
benefits on other platforms as well.

SYCL GPU acceleration

SYCL is a modern portable heterogeneous acceleration API, with multiple implementations targeting different
hardware platforms (similar to OpenCL).

GROMACS can be used with different SYCL compilers/runtimes to target the following hardware:
¢ Intel GPUs using Intel oneAPI DPC++ (both OpenCL and LevelZero backends),
* AMD GPUs with AdaptiveCpp (previously known as hipSYCL),
There is also experimental support for:
e AMD GPUs with oneAPI with Codeplay AMD plugin,
* NVIDIA GPUs with either AdaptiveCpp or oneAPI with Codeplay NVIDIA plugin.

In table form:

GPU vendor AdaptiveCpp Intel oneAPI DPC++

Intel not supported  supported
AMD supported experimental (requires Codeplay plugin)
NVIDIA experimental  experimental (requires Codeplay plugin)

Here, “experimental support” means that the combination has received limited testing and is expected to work
(with possible limitations), but is not recommended for production use. Please refer to a separate section in the
installation guide (page 3) to use them.

The SYCL support in GROMACS is intended to replace OpenCL as an acceleration mechanism for AMD and
Intel hardware.

For NVIDIA GPUs, we strongly advise using CUDA. Apple M1/M2 GPUs are not supported with SYCL but can
be used with OpenCL.

Codeplay ComputeCpp is not supported. Open-source Intel LLVM can be used in the same way as Intel one API
DPC++.

Note: SYCL support in GROMACS and the underlying compilers and runtimes are less mature than either
OpenCL or CUDA. Please, pay extra attention to simulation correctness when you are using it.
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SYCL GPU acceleration for Intel GPUs

You should install the recent Intel oneAPI DPC++ compiler toolkit. For GROMACS 2025, version 2025.0 is
recommended, and 2024.0 is the earliest supported. Using open-source Intel LLVM is possible, but not extensively
tested. We also recommend installing the most recent Neo driver.

With the toolkit installed and added to the environment (usually by running source /opt/intel/oneapi/
setvars. sh or using an appropriate module load on an HPC system), the following CMake flags must be
set:

cmake .. -DCMAKE_C_COMPILER=icx —-DCMAKE_CXX_COMPILER=icpx \
—-DGMX_GPU=SYCL -DGMX_SYCL=DPCPP

When compiling for Intel Data Center GPU Max (also knows as Ponte Vecchio / PVC), Intel Xe2 GPUs (Lu-
nar Lake, Arc Battlemage) and newer, we recommend passing additional flags for compatibility and improved
performance:

cmake .. —-DCMAKE_C_COMPILER=icx -DCMAKE_CXX_COMPILER=icpx \
-DGMX_GPU=SYCL -DGMX_SYCL=DPCPP \
—DGMX_GPU_NB_NUM_CLUSTER_PER_CELL_X=1 -DGMX_GPU_NB_CLUSTER_SIZE=8

You might also consider using double-batched FFT library (page 11).

SYCL GPU acceleration for AMD GPUs

Using AdaptiveCpp 24.02.0 and ROCm 5.7-6.2 is recommended. The earliest supported version is AdaptiveCpp
23.10.

We strongly recommend using the clang compiler bundled with ROCm for building both AdaptiveCpp and GRO-
MACS. Mainline Clang releases can also work.

The following CMake command can be used when configuring AdaptiveCpp to ensure that the proper Clang is
used (assuming ROCM_PATH is set correctly, e.g. to /opt /rocm in the case of default installation):

cmake .. —-DCMAKE_C_COMPILER=S/ROCM _PATH//llvm/bin/clang \
—-DCMAKE_CXX_COMPILER=S{ROCM_PATH}/1lvm/bin/clang++ \
-DLLVM_DIR=S{ROCM _PATH}/1lvm/lib/cmake/1lvm/ \
-DACPP_COMPILER_FEATURE_PROFILE=minimal

After compiling and installing AdaptiveCpp, the following settings can be used for building GROMACS itself (set
ACPP_TARGETS to the target hardware):

cmake .. —-DCMAKE_C_COMPILER=S{ROCM_PATH}/1llvm/bin/clang \
-DCMAKE_CXX_COMPILER=S{ROCM_PATH}/llvm/bin/clang++ \
-DGMX_GPU=SYCL -DGMX_SYCL=ACPP -DACPP_TARGETS='hip:gfxXYZ"'

Multiple target architectures can be specified, e.g., -DACPP_TARGETS="hip:gfx908,gfx90a'. Having
both RDNA (gfx1xyz)and GCN/CDNA (gfx9xx) devices in the same build is possible but will incur a minor
performance penalty compared to building for GCN/CDNA devices only. If you have multiple AMD GPUs of
different generations in the same system (e.g., integrated APU and a discrete GPU) the ROCm runtime requires
code to be available for each device at runtime, so you need to specify every device in ACPP_TARGETS when
compiling to avoid ROCm crashes at initialization.

By default, VKFFT is used to perform FFT on GPU. You can switch to rocFFT by passing -DGMX_GPU_FFT_—
LIBRARY=rocFFT CMake flag. Please note that rocFFT is not officially supported and tends not to work on
most consumer GPUs.

AMD GPUs can also be targeted via Intel oneAPI DPC++; please refer to a separate section (page 3) for the build
instructions.
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SYCL GPU compilation options

The following flags can be passed to CMake in order to tutne GROMACS:

—DGMX_GPU_NB_CLUSTER_SIZE
changes the data layout of non-bonded kernels. When compiling with Intel oneAPI DPC++, the default
value is 4, which is optimal for most Intel GPUs except Data Center MAX (Ponte Vecchio), for which 8
is better. When compiling with AdaptiveCpp, the default value is 8, which is the only supported value for
AMD and NVIDIA devices.

—DGMX_GPU_NB_NUM CLUSTER_ PER CELL_X,-DGMX_ GPU_NB_NUM CLUSTER PER_CELL_Y,

—DGMX_GPU_NB_NUM_CLUSTER_PER_CELL_2Z
Sets the number of clusters along X, Y, or Z in a pair-search grid cell, default 2. When targeting Intel Ponte

Vecchio GPUs, set -DGMX_GPU_NB_NUM_CLUSTER_PER_CELIL_X=1 and leave the other values as the
default.

—DGMX_GPU_NB_DISABLE_CLUSTER PAIR_SPLIT
Disables cluster pair splitting in the GPU non-bonded kernels. This is only supported in SYCL, and it is
compatible with and improves performance on GPUs with 64-wide execution like AMD GCN and CDNA
family. This option is automatically enabled in all builds that target GCN or CDNA GPUs (but not RDNA).

AMD HIP GPU acceleration

HIP is the AMD interoperability layer for the ROCm toolkit used to target AMD devices.

In GROMACS 2025 there is only limited support for using HIP as the device backend for AMD devices, with
only NBNxM kernels offload being available.

Build instructions

In order to use HIP as the device backend, you need to have the ROCm toolkit installed, including the rocPrim
libraries. The minimum version required by GROMACS is ROCm 5.2, but we recommend a recent version to take
advantage of library improvements.

You can then configure the build like this

cmake .. —-DCMAKE_HIP_COMPILER=S{ROCM PATH/}/bin/amdclang++ \
—-DCMAKE_PREFIX_PATH=S{ROCM_PATH} \
-DGMX_GPU=HIP

By default GROMACS will generate code for a range of different CDNA devices. In case you want to narrow the
scope of the code generation, or want to target RDNA or GCN devices, you can specify the architectures using
this flag

-DGMX_HIP_TARGET_ARCH=gfxXYZ, gfxABCD

When detecting a 64-wide execution architecture and no 32-wide versions, GROMACS will automatically config-
ure with

—-DGMX_GPU_NB_DISABLE_CLUSTER_PAIR SPLIT=ON

to improve performance on those devices. In case any 32-wide architectures are present, the maximum execution
width will be restricted to be 32-wide, even on devices that support 64-wide execution.

When GROMACS is built with explicit 64-wide execution (and conflicting support for 32-wide devices), any
32-wide devices detected will be not be used.
Static linking

Please refer to a dedicated section (page 4).
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gmxapi C++ API

For dynamic linking builds and on non-Windows platforms, an extra library and headers are installed by setting
~DGMXAPI=0N (default). Build targets gmxapi-cppdocs and gmxapi-cppdocs—dev produce documen-
tation in docs/api-user and docs/api-dev, respectively. For more project information and use cases,
refer to the tracked Issue 2585, associated GitHub gmxapi projects, or DOI 10.1093/bioinformatics/bty484.

gmxapi is not yet tested on Windows or with static linking, but these use cases are targeted for future versions.

Portability of a GROMACS build

A GROMACS build will normally not be portable, not even across hardware with the same base instruction set, like
x86. Non-portable hardware-specific optimizations are selected at configure-time, such as the SIMD instruction
set used in the compute kernels. This selection will be done by the build system based on the capabilities of the
build host machine or otherwise specified to cmake during configuration.

Often it is possible to ensure portability by choosing the least common denominator of SIMD support, e.g. SSE2
for x86. In rare cases of very old x86 machines, ensure that you use cmake —-DGMX_USE_RDTSCP=off if
any of the target CPU architectures does not support the RDTSCP instruction. However, we discourage attempts
to use a single GROMACS installation when the execution environment is heterogeneous, such as a mix of AVX
and earlier hardware, because this will lead to programs (especially mdrun) that run slowly on the new hardware.
Building two full installations and locally managing how to call the correct one (e.g. using a module system) is
the recommended approach. Alternatively, one can use different suffixes to install several versions of GROMACS
in the same location. To achieve this, one can first build a full installation with the least-common-denominator
SIMD instruction set, e.g. ~-DGMX_ SIMD=SSE2, in order for simple commands like gmx grompp to work on all
machines, then build specialized gmx binaries for each architecture present in the heterogeneous environment. By
using custom binary and library suffixes (with CMake variables -DGMX_BINARY_SUFFIX=xxx and ~-DGMX_ -
LIBS_SUFFIX=xxx), these can be installed to the same location.

Portability of binaries across GPUs is generally better, targeting multiple generations of GPUs from the same
vendor is in most cases possible with a single GROMACS build. CUDA builds will by default be able to run
on any NVIDIA GPU supported by the CUDA toolkit used since the GROMACS build system generates code
for these at build-time. With SYCL multiple target architectures of the same GPU vendor can be selected when
using AdaptiveCpp (i.e. only AMD or only NVIDIA). The SSCP/generic compilation mode of AdaptiveCpp is
currently not supported. With OpenCL, due to just-in-time compilation of GPU code for the device in use, this is
not a concern.

Linear algebra libraries

As mentioned above, sometimes vendor BLAS and LAPACK libraries can provide performance enhancements for
GROMACS when doing normal-mode analysis or covariance analysis. For simplicity, the text below will refer
only to BLAS, but the same options are available for LAPACK. By default, CMake will search for BLAS, use it if
it is found, and otherwise fall back on a version of BLAS internal to GROMACS. The cmake option ~-DGMX_ —
EXTERNAL_BLAS=on will be set accordingly. The internal versions are fine for normal use. If you need to
specify a non-standard path to search, use ~-DCMAKE_PREFIX_PATH=/path/to/search. If you need to
specify a library with a non-standard name (e.g. ESSL on Power machines or ARMPL on ARM machines), then
set -DGMX_BLAS_USER=/path/to/reach/lib/libwhatever.a.

If you are using Intel MKL for FFT, then the BLAS and LAPACK it provides are used automatically. This could
be over-ridden with GMX_BLAS_USER, etc.

On Apple platforms where the Accelerate Framework is available, these will be automatically used for BLAS and
LAPACK. This could be over-ridden with GMX_BLAS_USER, etc.

Building with MiMiC QM/MM support

MiMiC QM/MM interface integration will require linking against MiMiC communication library, that estab-
lishes the communication channel between GROMACS and CPMD. The MiMiC Communication library can be
downloaded here. Compile and install it. Check that the installation folder of the MiMiC library is added to
CMAKE_PREFIX_PATH if it is installed in non-standard location. Building QM/MM-capable version requires
double-precision version of GROMACS compiled with MPI support:

¢ -DGMX_DOUBLE=ON —-DGMX_MPI=ON -DGMX_MIMIC=ON
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Building with CP2K QM/MM support

CP2K QM/MM interface integration will require linking against libcp2k library, that incorporates CP2K function-
ality into GROMACS.

1. Download, compile and install CP2K (version 8.1 or higher is required). CP2K latest distribution can be
downloaded here. For CP2K specific instructions, please follow. You can also check instructions on the
official CP2K web-page.

2. Make 1ibcp2k. a library by executing the following command:

[make ARCH=<your arch file> VERSION=<your version like psmp> libcp2k

The library archive (e.g. libcp2k.a) should appear in the <cp2k dir>/lib/<arch>/
<version>/ directory.

3. Configure GROMACS with ecmake, adding the following flags:

Build should be static: —-DBUILD_SHARED_LIBS=0FF —-DGMXAPI=OFF -DGMX_INSTALI_-
NBLIB_API=OFF

Double precision in general is better than single for QM/MM (however both options are viable): ~-DGMX_ —
DOUBLE=0ON

FFT, BLAS and LAPACK libraries should be the same between CP2K and GROMACS. Use the following
flags to do so:

¢ -DGMX_FFT_LIBRARY=<your library like fftw3> -DFFTWEF_LIBRARY=<path
to library> -DFFTWE_INCLUDE_DIR=<path to directory with headers>

¢ —-DGMX_BLAS_USER=<path to your BLAS>
¢ —-DGMX_LAPACK_USER=<path to your LAPACK>
4. Compilation of QM/MM interface is controled by the following flags:

—-DGMX_CP2K=0ON
Activates QM/MM interface compilation

-DCP2K_DIR="<path to cp2k>/lib/local/psmp
Directory with libcp2k.a library

-DCP2K_LINKER_FLAGS="<combination of LDFLAGS and LIBS>" (optional for CP2K

9.1 or newer)
Other libraries used by CP2K. Typically that should be combination of LDFLAGS and LIBS from

the ARCH file used for CP2K compilation. Sometimes ARCH file could have several lines defining
LDFLAGS and LIBS or even split one line into several using “\”. In that case all of them should be
concatenated into one long string without any extra slashes or quotes. For CP2K versions 9.1 or newer,
CP2K_LINKER_FLAGS is not required but still might be used in very specific situations.

Building with Colvars support

GROMACS bundles the Colvars library in its source distribution. The library and its interface with GROMACS are
enabled by default when building GROMACS. This behavior may also be enabled explicitly with -DGMX_USE_ —
COLVARS=internal. Alternatively, Colvars support may be disabled with ~-DGMX_USE_COLVARS=none.
How to use Colvars in a GROMACS simulation is described in the User Guide, as well as in the Colvars docu-
mentation.

Building with PLUMED support

GROMACS bundles the interface from version 2.10 of the PLUMED library in its source distribution. The in-
terface is compatible with any PLUMED version. The interface is enabled by default with GROMACS unless
GROMACS is built on Windows. You can explicitly enable the interface with ~-DGMX_USE_PLUMED=0ON or
deactivate it with ~-DGMX_USE_PLUMED=0FF. By default the option is set to AUTO, during the configuration
CMake will try to activate PLUMED and in case it does not succeed it will output a “soft” warning. If the user
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forces the option ON, when PLUMED cannot be activated the configuration will fail with an error message. The
User Guide contains the instructions on how to use PLUMED in a GROMACS simulation.

Building with Neural Network potential support

To build GROMACS with support for Neural Network potentials, it has to be compiled with a suitable machine
learning library. At the moment, only models trained in Pytorch are supported. To be able to load them in
GROMACS, it has to be built with the Pytorch C++ API or Libtorch, which can be downloaded from the Pytorch
website. The website offers versions including pre-CXX11 and CXX11 ABI versions on Linux. You must use the
same ABI version as you use when building the rest of GROMACS, which does not support or test the pre-CXX11
ABI. So get (or build) the CXX11 ABI version of Libtorch. For the same reason, it is also not possible to use the
Libtorch version that ships with a conda installation of Pytorch, because it is built with the pre-CXX11 ABI by
default. The NNP interface is enabled by default when a Libtorch installation is found in the CMAKE_PREFIX_—
PATH, or Torch_DIR is set to a TorchConfig.cmake or torch-config.cmake usually found under
share/cmake/Torch/ in the libtorch installation directory. It may also be explicitly enabled with ~-DGMX_
NNPOT=TORCH or disabled with —-DGMX_NNPOT=0FF

In addition, GROMACS provides support to specify custom Pytorch extensions at build time that may be used by
the NNP model. The path to the extension library may be specified via the TORCH_EXTENSION_PATH variable.
Note that CMake will search for a file called 1ibtorch_extension. so in the specified directory.

Changing the names of GROMACS binaries and libraries

It is sometimes convenient to have different versions of the same GROMACS programs installed. The most
common use cases have been single and double precision, and with and without MPI. This mechanism can also be
used to install side-by-side multiple versions of mdrun optimized for different CPU architectures, as mentioned
previously.

By default, GROMACS will suffix programs and libraries for such builds with _d for double precision and/or
_mpi for MPI (and nothing otherwise). This can be controlled manually with GMX_DEFAULT_SUFFIX (ON/
OFF), GMX_BINARY_SUFFIX (takes a string) and GMX_LIBS_SUFFIX (also takes a string). For instance, to
set a custom suffix for programs and libraries, one might specify:

cmake .. —-DGMX_DEFAULT_SUFFIX=OFF -DGMX_BINARY_SUFFIX=_mod \
—DGMX_LIBS_SUFFIX=_mod

Thus the names of all programs and libraries will be appended with _mod.

Changing installation tree structure

By default, a few different directories under CMAKE_INSTALL_PREFIX are used when when GROMACS is in-
stalled. Some of these can be changed, which is mainly useful for packaging GROMACS for various distributions.
The directories are listed below, with additional notes about some of them. Unless otherwise noted, the directories
can be renamed by editing the installation paths in the main CMakeLists.txt.

bin/
The standard location for executables and some scripts. Some of the scripts hardcode the absolute installa-
tion prefix, which needs to be changed if the scripts are relocated. The name of the directory can be changed
using CMAKE_INSTALL_BINDIR CMake variable.
include/gromacs/
The standard location for installed headers.
1lib/
The standard location for libraries. The default depends on the system, and is determined by CMake. The
name of the directory can be changed using CMAKE_INSTALL_LIBDIR CMake variable.
lib/pkgconfig/

Information about the installed 1 ibgromacs library for pkg—config is installed here. The 1ib/ part
adapts to the installation location of the libraries. The installed files contain the installation prefix as absolute
paths.
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share/cmake/
CMake package configuration files are installed here.

share/gromacs/
Various data files and some documentation go here. The first part can be changed using CMAKE_—
INSTALL_DATADIR, and the second by using GMX_INSTALIL_DATASUBDIR Using these CMake vari-
ables is the preferred way of changing the installation path for share/gromacs/top/, since the path to
this directory is built into 1 ibgromacs as well as some scripts, both as a relative and as an absolute path
(the latter as a fallback if everything else fails).

share/man/
Installed man pages go here.

2.4.2 Compiling and linking

Once you have configured with cmake, you can build GROMACS with make. It is expected that this will always
complete successfully, and give few or no warnings. The CMake-time tests GROMACS makes on the settings
you choose are pretty extensive, but there are probably a few cases we have not thought of yet. Search the web
first for solutions to problems, but if you need help, ask on the user discussion forum, being sure to provide as
much information as possible about what you did, the system you are building on, and what went wrong. This
may mean scrolling back a long way through the output of make to find the first error message!

If you have a multi-core or multi-CPU machine with N processors, then using

[make -J N

will generally speed things up by quite a bit. Other build generator systems supported by cmake (e.g. ninja)
also work well.

2.4.3 Installing GROMACS

Finally, make install will install GROMACS in the directory given in CMAKE_INSTALL_PREFIX. If this
is a system directory, then you will need permission to write there, and you should use super-user privileges only
formake install and not the whole procedure.

2.4.4 Getting access to GROMACS after installation

GROMACS installs the script GMXRC in the bin subdirectory of the installation directory (e.g. /usr/local/
gromacs/bin/GMXRC), which you should source from your shell:

[source /your/installation/prefix/here/bin/GMXRC

It will detect what kind of shell you are running and set up your environment for using GROMACS. You may wish
to arrange for your login scripts to do this automatically; please search the web for instructions on how to do this
for your shell.

Many of the GROMACS programs rely on data installed in the share/gromacs subdirectory of the installation
directory. By default, the programs will use the environment variables set in the GMXRC script, and if this is not
available they will try to guess the path based on their own location. This usually works well unless you change
the names of directories inside the install tree. If you still need to do that, you might want to recompile with the
new install location properly set, or edit the GMXRC script.

GROMACS also installs a CMake cache file to help with building client software (using the -C option when con-
figuring the client software with CMake.) For an installation at /your/installation/prefix/here, hints
files will be installed at /your/installation/prefix/share/cmake/gromacs${GMX_LIBS_-
SUFFIX}/gromacs—hints${GMX_LIBS_SUFFIX}.cmake where ${GMX_LIBS_SUFFIX} is as doc-
umented above (page 22).
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2.4.5 Testing GROMACS for correctness

Since 2011, the GROMACS development uses an automated system where every new code change is subject to
regression testing on a number of platforms and software combinations. While this improves reliability quite a lot,
not everything is tested, and since we increasingly rely on cutting edge compiler features there is non-negligible
risk that the default compiler on your system could have bugs. We have tried our best to test and refuse to use
known bad versions in cmake, but we strongly recommend that you run through the tests yourself. It only takes
a few minutes, after which you can trust your build.

The simplest way to run the checks is to build GROMACS with ~-DREGRESSIONTEST_DOWNLOAD, and run
make check. GROMACS will automatically download and run the tests for you. Alternatively, you can down-
load and unpack the GROMACS regression test suite https:/ftp.gromacs.org/regressiontests/regressiontests-2025.
2.tar.gz tarball yourself and use the advanced cmake option REGRESSIONTEST_PATH to specify the path to
the unpacked tarball, which will then be used for testing. If the above does not work, then please read on.

The regression tests are also available from the download section. Once you have downloaded them, unpack the
tarball, source GMXRC as described above, and run . /gmxtest.pl all inside the regression tests folder. You
can find more options (e.g. adding double when using double precision, or —only expanded to run just the
tests whose names match “expanded”) if you just execute the script without options.

Hopefully, you will get a report that all tests have passed. If there are individual failed tests it could be a sign of
a compiler bug, or that a tolerance is just a tiny bit too tight. Check the output files the script directs you to, and
try a different or newer compiler if the errors appear to be real. If you cannot get it to pass the regression tests,
you might try dropping a line to the GROMACS user discussion forum, but then you should include a detailed
description of your hardware, and the output of gmx mdrun —-version (which contains valuable diagnostic
information in the header).

Non-standard suffix

If your gmx program has been suffixed in a non-standard way, then the . /gmxtest.pl —-suffix option will
let you specify that suffix to the test machinery. You can use ./gmxtest.pl —-double to test the double-
precision version. You can use ./gmxtest.pl —-crosscompiling to stop the test harness attempting to
check that the programs can be run. You can use . /gmxtest.pl -mpirun srun if your command to run an
MPI program is called srun.

Running MPI-enabled tests

The make check target also runs integration-style tests that may run with MPI if GMX_MPI=ON was
set. To make these work with various possible MPI libraries, you may need to set the CMake vari-
ables MPIEXEC, MPIEXEC_NUMPROC_FLAG, MPIEXEC_PREFLAGS and MPIEXEC_POSTFLAGS so that
mdrun-mpi-test_mpi would run on multiple ranks via the shell command

MPIEXEC MPIEXEC_NUMPROC_FLAG NUMPROC MPIEXEC_PREFLAGS} \
mdrun-mpi-test_mpi MPIEXEC_POSTFLAGS} —-otherflags

A typical example for SLURM is

cmake .. —-DGMX_MPI=on -DMPIEXEC=srun —-DMPIEXEC_NUMPROC_FLAG=-n \
-DMPIEXEC_PREFLAGS= —-DMPIEXEC_POSTFLAGS=

2.4.6 Testing GROMACS for performance

We are still working on a set of benchmark systems for testing the performance of GROMACS. Until that is
ready, we recommend that you try a few different parallelization options, and experiment with tools such as gmx
tune_pme.
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2.4.7 Having difficulty?

You are not alone - this can be a complex task! If you encounter a problem with installing GROMACS, then there
are a number of locations where you can find assistance. It is recommended that you follow these steps to find the
solution:

1. Read the installation instructions again, taking note that you have followed each and every step correctly.

2. Search the GROMACS webpage and user discussion forum for information on the error. Adding
site:https://gromacs.bioexcel.eu/c/gromacs—user—-forum/5 to a Google search may
help filter better results. It is also a good idea to check the gmx-users mailing list archive at https://
mailman—-1.sys.kth.se/pipermail/gromacs.org_gmx—users

3. Search the internet using a search engine such as Google.

4. Ask for assistance on the GROMACS user discussion forum. Be sure to give a full description of what you
have done and why you think it did not work. Give details about the system on which you are installing.
Copy and paste your command line and as much of the output as you think might be relevant - certainly
from the first indication of a problem. In particular, please try to include at least the header from the mdrun
logfile, and preferably the entire file. People who might volunteer to help you do not have time to ask you
interactive detailed follow-up questions, so you will get an answer faster if you provide as much information
as you think could possibly help. High quality bug reports tend to receive rapid high quality answers.

2.5 Special instructions for some platforms

Some less common configurations are described in a separate manual section (page 3).

2.5.1 Building on Windows

Building on Windows using native compilers is rather similar to building on Unix, so please start by reading the
above. Then, download and unpack the GROMACS source archive. Make a folder in which to do the out-of-
source build of GROMACS. For example, make it within the folder unpacked from the source archive, and call it
build-gromacs.

For CMake, you can either use the graphical user interface provided on Windows, or you can use a command line
shell with instructions similar to the UNIX ones above. If you open a shell from within your IDE (e.g. Microsoft
Visual Studio), it will configure the environment for you, but you might need to tweak this in order to get either
a 32-bit or 64-bit build environment. The latter provides the fastest executable. If you use a normal Windows
command shell, then you will need to either set up the environment to find your compilers and libraries yourself,
or run the vcvarsall.bat batch script provided by MSVC (just like sourcing a bash script under Unix).

With the graphical user interface, you will be asked about what compilers to use at the initial configuration stage,
and if you use the command line they can be set in a similar way as under UNIX.

Unfortunately, -DGMX_BUILD_OWN_FFTW=0N (see Using FFTW (page 10)) does not work on Windows, be-
cause there is no supported way to build FFTW on Windows. You can either build FFTW some other way (e.g.
MinGW), or use the built-in fftpack (which may be slow), or using MKL (page 10).

For the build, you can either load the generated solutions file into e.g. Visual Studio, or use the command line
with cmake —-build so the right tools get used.

2.5.2 Building on Cray

GROMACS builds mostly out of the box on modern Cray machines, but you may need to specify the use of static
binaries with ~-DGMX_BUILD_SHARED_EXE=off, and you may need to set the F77 environmental variable to
ftn when compiling FFTW. The ARM ThunderX2 Cray XC50 machines differ only in that the recommended
compiler is the ARM HPC Compiler (armclang).
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2.5.3 Intel Xeon Phi

Xeon Phi processors, hosted or self-hosted, are supported. The Knights Landing-based Xeon Phi processors
behave like standard x86 nodes, but support a special SIMD instruction set. When cross-compiling for such
nodes, use the AVX_512_KNL SIMD flavor. Knights Landing processors support so-called “clustering modes”
which allow reconfiguring the memory subsystem for lower latency. GROMACS can benefit from the quadrant or
SNC clustering modes. Care needs to be taken to correctly pin threads. In particular, threads of an MPI rank should
not cross cluster and NUMA boundaries. In addition to the main DRAM memory, Knights Landing has a high-
bandwidth stacked memory called MCDRAM. Using it offers performance benefits if it is ensured that mdrun
runs entirely from this memory; to do so it is recommended that MCDRAM is configured in “Flat mode” and
mdrun is bound to the appropriate NUMA node (use e.g. numactl —-membind 1 with quadrant clustering
mode).

2.5.4 NVIDIA Grace

For best performance on Grace, use GCC >= 13.1 or LLVM >= 17, and set the -DCMAKE_-
CXX_FLAGS=-mcpu=neoverse-v2 -DCMAKE_C_FLAGS=-mcpu=neoverse-v2 flags when configur-
ing GROMACS.

With short-range non-bonded interactions calculations on the CPU (-nb cpu or when building without GPU
support), performance can be improved by also setting the ~-DGMX_ STMD=ARM_NEON_ASIMD CMake option.

At minimum any compiler being used for Grace should implement neoverse-v2, such as GNU >=12.3 and LLVM
>=16. There is a significant improvement in Arm performance between gcc-13 and gecc-12 so GNU >= 13.1 is
strongly recommended. The -mcpu=neoverse-v2 flag ensures that the compiler is not defaulting to the older
Armv8-A target.

On both GNU and LLVM, the GROMACS CPU version of the short-range non bonded interactions implemented
with NEON SIMD instructions significantly outperforms the SVE version. This can be selected by setting GMX__ —
SIMD=ARM_NEON_ASIMD at compilation. There can be a small performance benefit to using SVE for CPU work
outside this kernel, therefore when the short-range non bonded interactions run on the GPU it is recommended to
stay with GMX_SIMD=ARM_SVE which is the default option when available.

2.6 Tested platforms

While it is our best belief that GROMACS will build and run pretty much everywhere, it is important that we tell
you where we really know it works because we have tested it. Every commit in our git source code repository is
currently tested with a range of configuration options on x86 with gcc versions 11-14, clang versions including 14,
18, and 19, CUDA versions 12.1, 12.5.1, and 12.6, nvcxx version 24.7 HIP version 5.7.1 and 6.2.2 AdaptiveCPP
23.10 and 24.02 with ROCm 5.7.1 and 6.2 (respectively), and oneAPI version 2024.0 and 2024.2 (including
CUDA 12.0.1 and ROCm 6.1.3 backends).

For this testing, we use Ubuntu 22.04 and 24.04 operating systems. Other compiler, library, and OS versions are
tested less frequently. For details, you can have a look at the continuous integration server used by the GitLab
project, which uses GitLab runner on a local k8s x86 cluster with NVIDIA, AMD, and Intel GPU support.

We test irregularly on ARM v8, Fujitsu A64FX, Cray, Power9, and other environments, and with other compilers
and compiler versions, too.

2.7 Support

Please refer to the manual for documentation, downloads, and release notes for any GROMACS release.
Visit the user forums for discussions and advice.

Report bugs at https://gitlab.com/gromacs/gromacs/-/issues
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CHAPTER
THREE

USER GUIDE

This guide provides
 material introducing GROMACS
* practical advice for making effective use of GROMACS.

For getting, building and installing GROMACS, see the Installation guide (page 3). For background on algorithms
and implementations, see the reference manual part (page 330) of the documentation. If you have questions not
answered by these resources, please visit the GROMACS user discussion forum and search for a potential answer
or ask a question from the community.

This is not a release build of GROMACS, so please reference one of the GROMACS papers and the base release
of the manual.

This is not a release build of GROMACS. Please reference one of the GROMACS papers, as well as the base
release that this version is built from. Also, please state what modifcations have been performed or where the
version was sourced from.

3.1 Known issues affecting users of GROMACS

Here is a non-exhaustive list of issues that are we are aware of that are affecting regular users of GROMACS.

3.1.1 “Cannot find a working standard library” error with ROCm Clang

Some Clang installations don’t contain a compatible C++ standard library. In such cases, you might have to install
g++ and help CMake find it by setting ~-DGMX_GPLUSGPLUS_PATH=/path/to/bin/g++.

On Ubuntu 22.04, installing GCC 12 standard library (with sudo apt install libstdc++-12-dev)
usually works well even without setting ~-DGMX_ GPLUSGPLUS_PATH.

Issue 4679

3.1.2 Expanded ensemble does not checkpoint correctly

In the legacy simulator, because of shortcomings in the implementation, successful expanded-ensemble MC steps
that occurred on checkpoint steps were not recorded in the checkpoint. If that checkpoint was used for a restart,
then it would not necessarily behave correctly and reproducibly afterwards. So checkpointing of expanded-
ensemble simulations is disabled for the legacy simulator.

Checkpointing of expanded ensemble in the modular simulator works correctly.

To work around the issue, either avoid —update gpu (so that it uses the modular simulator path which does not
have the bug), or use an older version of GROMACS (which does do the buggy checkpointing), or refrain from
restarting from checkpoints in the affected case.

Issue 4629
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3.1.3 Compiling with GCC 12 on POWER9 architectures

There are multiple failing unit tests after compilation with GCC 12.2 and 12.3 on POWERD architectures. It is
possible that other GCC 12 and newer versions are affected.

Issue 4823

3.1.4 Launching multiple instances of GROMACS on the same machine with
AMD GPUs

When GROMACS is built with AdaptiveCpp 23.10 or earlier for AMD GPUs, launching more than 4 instances of
GROMACS (even on different GPUs) can lead to reduced performance.

The issue is completely avoided when each process is limited to a single GPU using ROCR_VISIBLE_DEVICES
environment variable. This is already the recommended setting on some of the relevant supercomputers.

Building with AdaptiveCpp 24.02 also prevents the problem from arising.
Issue 4965

3.1.5 NbnxmTest crash with oneAPI 2024.1

When building with oneAPI 2024.1, the NbnxmTest test can segfault in some cases. Using oneAPI 2024.2 or
newer should resolve the issue.

Issue 5247

3.2 Getting started

3.2.1 Flow Chart

This is a flow chart of a typical GROMACS MD run of a protein in a box of water. Several steps of energy
minimization may be necessary, these consist of cycles: gmx grompp (page 181) -> gmx mdrun (page 204).
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Generate a GROMACS topology
gmx pdb2gmx
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Solvate protein
gmx solvate
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Analysis Analysis
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Run the simulation (EM or MD) PContinuation

state.cpt

In this chapter we assume the reader is familiar with Molecular Dynamics and familiar with Unix, including the
use of a text editor such as jot, emacs or vi. We furthermore assume the GROMACS software is installed

properly on your system. When you see a line like
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you are supposed to type the contents of that line on your computer terminal.

3.2.2 Setting up your environment

In order to check whether you have access to GROMACS, please start by entering the command:

[gmx -version }

This command should print out information about the version of GROMACS installed. If this, in contrast, returns
the phrase

[gmx: command not found. }

then you have to find where your version of GROMACS is installed. In the default case, the binaries are located
in /usr/local/gromacs/bin, however, you can ask your local system administrator for more information,
and then follow the advice for Getting access to GROMACS after installation (page 23).

3.2.3 Flowchart of typical simulation
A typical simulation workflow with GROMACS is illustrated here (page 28).

3.2.4 Important files

Here is an overview of the most important GROMACS file types that you will encounter.

Molecular Topology file (. top)

The molecular topology file is generated by the program gmx pdb2gmx (page 223). gmx pdb2gmx (page 223)
translates a pdb (page 465) structure file of any peptide or protein to a molecular topology file. This topology file
contains a complete description of all the interactions in your peptide or protein.

Topology #include file mechanism

When constructing a system topology in a fop (page 467) file for presentation to grompp, GROMACS uses a
built-in version of the so-called C preprocessor, cpp (in GROMACS 3, it really was cpp). cpp interprets lines like:

[#include "ions.itp" }

by looking for the indicated file in the current directory, the GROMACS share/top directory as indicated by
the GMXLIB environment variable, and any directory indicated by a —I flag in the value of the include run
parameter (page 40) in the mdp (page 463) file. It either finds this file or reports a warning. (Note that when
you supply a directory name, you should use Unix-style forward slashes ‘/’, not Windows-style backslashes ' for
separators.) When found, it then uses the contents exactly as if you had cut and pasted the included file into the
main file yourself. Note that you should not go and do this copy-and-paste yourself, since the main purposes of
the include file mechanism are to re-use previous work, make future changes easier, and prevent typos.

Further, cpp interprets code such as:

#ifdef POSRES WATER

; Position restraint for each water oxygen

[ position_restraints ]

;1 funct fex fcy fcz
1 1 1000 1000 1000

#endif

by testing whether the preprocessor variable POSRES_WATER was defined somewhere (i.e. “if defined”). This
could be done with #define POSRES_WATER earlier in the rop (page 467) file (or its # include files), with
a —D flag in the include run parameter as above, or on the command line to cpp. The function of the —-D flag is
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borrowed from the similar usage in cpp. The string that follows —D must match exactly; using -DPOSRES will
not trigger #ifdef POSREor #ifdef DPOSRES. This mechanism allows you to change your mdp (page 463)
file to choose whether or not you want position restraints on your solvent, rather than your fop (page 467) file.
Note that preprocessor variables are not the same as shell environment variables.

Molecular Structure file (. gro, .pdb)

When gmx pdb2gmx (page 223) is executed to generate a molecular topology, it also translates the structure file
(pdb (page 465) file) to a GROMOS structure file (gro (page 461) file). The main difference between a pdb
(page 465) file and a gromos file is their format and that a gro (page 461) file can also hold velocities. However,
if you do not need the velocities, you can also use a pdb (page 465) file in all programs. To generate a box of
solvent molecules around the peptide, the program gmx solvate (page 253) is used. First the program gmix editconf
(page 163) should be used to define a box of appropriate size around the molecule. gmx solvate (page 253) solvates
a solute molecule (the peptide) into any solvent (in this case, water). The output of gmx solvate (page 253) is a
gromos structure file of the peptide solvated in water. gmx solvate (page 253) also changes the molecular topology
file (generated by gmx pdb2gmx (page 223)) to add solvent to the topology.

Molecular Dynamics parameter file (. mdp)

The Molecular Dynamics Parameter (mdp (page 463)) file contains all information about the Molecular Dynamics
simulation itself e.g. time-step, number of steps, temperature, pressure etc. The easiest way of handling such a
file is by adapting a sample mdp file (page 463) file.

Index file (. ndx)

Sometimes you may need an index file to specify actions on groups of atoms (e.g. temperature coupling, acceler-
ations, freezing). Usually the default index groups will be sufficient, so for this demo we will not consider the use
of index files.

Run input file (. tpr)

The next step is to combine the molecular structure (gro (page 461) file), topology (fop (page 467) file) MD-
parameters (mdp (page 463) file) and (optionally) the index file (ndx (page 464)) to generate a run input file (1pr
(page 468) extension). This file contains all information needed to start a simulation with GROMACS. The gmx
grompp (page 181) program processes all input files and generates the run input /pr (page 468) file.

Trajectory file (.trr, .tng, or .xtc)

Once the run input file is available, we can start the simulation. The program which starts the simulation is called
gmx mdrun (page 204). The only input file of gmx mdrun (page 204) that you usually need in order to start a run
is the run input file (zpr (page 468) file). The typical output files of gmx mdrun (page 204) are the trajectory file
(trr (page 469) file), a logfile (log (page 462) file), and perhaps a checkpoint file (cpt (page 460) file).

3.2.5 Tutorial material

There are several tutorials available that cover aspects of using GROMACS. There are also third-party-tutorials.
Further information can also be found in the How fo (page 321) section.

3.2.6 Background reading

* Berendsen, H.J.C., Postma, J.P.M., van Gunsteren, W.F., Hermans, J. (1981) Intermolecular Forces, chapter
Interaction models for water in relation to protein hydration, pp 331-342. Dordrecht: D. Reidel Publishing
Company Dordrecht

» Kabsch, W., Sander, C. (1983). Dictionary of protein secondary structure: Pattern recognition of hydrogen-
bonded and geometrical features. Biopolymers 22, 2577-2637.

* Mierke, D.F., Kessler, H. (1991). Molecular dynamics with dimethyl sulfoxide as a solvent. Conformation
of a cyclic hexapeptide. J. Am. Chem. Soc. 113, 9446.

 Stryer, L. (1988). Biochemistry vol. 1, p. 211. New York: Freeman, 3 edition.

3.2. Getting started 31


https://tutorials.gromacs.org/
http://www.mdtutorials.com/gmx/

GROMACS Documentation, Release 2025.2-Debian_2025.2_1

3.3 System preparation

There are many ways to prepare a simulation system to run with GROMACS. These often vary with the kind
of scientific question being considered, or the model physics involved. A protein-ligand atomistic free-energy
simulation might need a multi-state topology, while a coarse-grained simulation might need to manage defaults
that suit systems with higher density.

3.3.1 Steps to consider

The following general guidance should help with planning successful simulations. Some stages are optional for
some kinds of simulations.

1.

Clearly identify the property or phenomena of interest to be studied by performing the simulation. Do not
continue further until you are clear on this! Do not run your simulation and then seek to work out how to
use it to test your hypothesis, because it may be unsuitable, or the required information was not saved.

. Select the appropriate tools to be able to perform the simulation and observe the property or phenomena of

interest. It is important to read and familiarize yourself with publications by other researchers on similar
systems. Choices of tools include:

* software with which to perform the simulation (consideration of force field may influence this deci-
sion)

« the force field, which describes how the particles within the system interact with each other. Select
one that is appropriate for the system being studied and the property or phenomena of interest. This is
a very important and non-trivial step!

* how you will analyze your simulation data to make your observations.

. Obtain or generate the initial coordinate file for each molecule to be placed within the system. Many differ-

ent software packages are able to build molecular structures and assemble them into suitable configurations.

. Generate the raw starting structure for the system by placing the molecules within the coordinate file as

appropriate. Molecules may be specifically placed or arranged randomly. Several non-GROMACS tools are
useful here; within GROMACS gmx solvate (page 253), gmx insert-molecules (page 196) and gmx genconf
(page 178) solve frequent problems.

. Obtain or generate the topology file for the system, using (for example) gmx pdb2gmx (page 223), gmx x2top

(page 283), SwissParam (for CHARMM forcefield), CHARMM-GUI , Automated Topology Builder (for
GROMOS96 53A6) or your favourite text editor in concert with Chapter 5 (page 383) of the GROMACS
Reference Manual. For the AMBER force fields, antechamber or acpype might be appropriate.

. Describe a simulation box (e.g. using gmx editconf (page 163)) whose size is appropriate for the eventual

density you would like, fill it with solvent (e.g. using gmx solvate (page 253)), and add any counter-ions
needed to neutralize the system (e.g. using gmx grompp (page 181) and gmx insert-molecules (page 196)).
In these steps you may need to edit your topology file to stay current with your coordinate file.

. Run an energy minimization on the system (using gmx grompp (page 181) and gmx mdrun (page 204)). This

is required to sort out any bad starting structures caused during generation of the system, which may cause
the production simulation to crash. It may be necessary also to minimize your solute structure in vacuo
before introducing solvent molecules (or your lipid bilayer or whatever else). You should consider using
flexible water models and not using bond constraints or frozen groups. The use of position restraints and/or
distance restraints should be evaluated carefully.

. Select the appropriate simulation parameters for the equilibration simulation (defined in mdp (page 463)

file). You need to choose simulation parameters that are consistent with how force field was derived. You
may need to simulate at NVT with position restraints on your solvent and/or solute to get the temperature
almost right, then relax to NPT to fix the density (with the recommendation to use the c-rescale barostat),
then move further (if needed) to reach your production simulation ensemble (e.g. NVT, NVE). If you
have problems here with the system blowing up (page 310), consider using the suggestions on that page,
e.g. position restraints on solutes, or not using bond constraints, or using smaller integration timesteps, or
several gentler heating stage(s).
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9. Run the equilibration simulation for sufficient time so that the system relaxes sufficiently in the target
ensemble to allow the production run to be commenced (using gmx grompp (page 181) and gmx mdrun
(page 204), then gmx energy (page 168) and Visualization Software (page 327)).

10. Select the appropriate simulation parameters for the production simulation (defined in mdp (page 463) file).
In particular, be careful not to re-generate the velocities. You still need to be consistent with how the force
field was derived and how to measure the property or phenomena of interest.

3.3.2 Tips and tricks

Database files

The share/top directory of a GROMACS installation contains numerous plain-text helper files with the . dat
file extension. Some of the command-line tools (see Command-line reference (page 109)) refer to these, and each
tool documents which files it uses, and how they are used.

If you need to modify these files (e.g. to introduce new atom types with VDW radii into vdwradii.dat),
you can copy the file from your installation directory into your working directory, and the GROMACS tools will
automatically load the copy from your working directory rather than the standard one. To suppress all the standard
definitions, use an empty file in the working directory.

3.4 Managing long simulations

Molecular simulations often extend beyond the lifetime of a single UNIX command-line process. It is useful to
be able to stop and restart the simulation in a way that is equivalent to a single run. When gmx mdrun (page 204)
is halted, it writes a checkpoint file that can restart the simulation exactly as if there was no interruption. To do
this, the checkpoint retains a full-precision version of the positions and velocities, along with state information
necessary to restart algorithms e.g. that implement coupling to external thermal reservoirs. A restart can be
attempted using e.g. a gro (page 461) file with velocities, but since the gro (page 461) file has significantly less
precision, and none of the coupling algorithms will have their state carried over, such a restart is less continuous
than a normal MD step.

Such a checkpoint file is also written periodically by gmx mdrun (page 204) during the run. The interval is given
by the —cpt flag to gmx mdrun (page 204). When gmx mdrun (page 204) attempts to write each successive
checkpoint file, it first renames the old file with the suffix _prev, so that even if something goes wrong while
writing the new checkpoint file, only recent progress can be lost.

gmx mdrun (page 204) can be halted in several ways:
¢ the number of simulation nsteps (page 42) can expire
* the user issues a termination signal (e.g. with Ctrl-C on the terminal)
* the job scheduler issues a termination signal when time expires

* when gmx mdrun (page 204) detects that the length specified with —maxh has elapsed (this option is useful
to help cooperate with a job scheduler, but can be problematic if jobs can be suspended)

* some kind of catastrophic failure, such as loss of power, or a disk filling up, or a network failing

To use the checkpoint file for a restart, use a command line such as

[gmx mdrun -cpi state }

which directs mdrun to use the checkpoint file (which is named state. cpt by default). You can choose to give
the output checkpoint file a different name with the —cpo flag, but if so then you must provide that name as input
to —cpi when you later use that file. You can query the contents of checkpoint files with gmx check (page 128)
and gmx dump (page 161).
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3.4.1 Appending to output files

By default, gmx mdrun (page 204) will append to the old output files. If the previous part ended in a regular way,
then the performance data at the end of the log file will will be removed, some new information about the run
context written, and the simulation will proceed. Otherwise, mdrun will truncate all the output files back to the
time of the last written checkpoint file, and continue from there, as if the simulation stopped at that checkpoint in
a regular way.

You can choose not to append the output files by using the ~-noappend flag, which forces mdrun to write each
output to a separate file, whose name includes a “.partXXXX"” string to describe which simulation part is contained
in this file. This numbering starts from zero and increases monotonically as simulations are restarted, but does
not reflect the number of simulation steps in each part. The simulation-part (page 42) option can be used
to set this number manually in gmx grompp (page 181), which can be useful if data has been lost, e.g. through
filesystem failure or user error.

Appending will not work if any output files have been modified or removed after mdrun wrote them, because the
checkpoint file maintains a checksum of each file that it will verify before it writes to them again. In such cases,
you must either restore the file, name them as the checkpoint file expects, or continue with —noappend. If your
original run used —de f fnm, and you want appending, then your continuations must also use —de f fnm.

3.4.2 Backing up your files

You should arrange to back up your simulation files frequently. Network file systems on clusters can be configured
in more or less conservative ways, and this can lead gmx mdrun (page 204) to be told that a checkpoint file has
been written to disk when actually it is still in memory somewhere and vulnerable to a power failure or disk that
fills or fails in the meantime. The UNIX tool rsync can be a useful way to periodically copy your simulation
output to a remote storage location, which works safely even while the simulation is underway. Keeping a copy of
the final checkpoint file from each part of a job submitted to a cluster can be useful if a file system is unreliable.

3.4.3 Extending a .tpr file

If the simulation described by 7pr (page 468) file has completed and should be extended, use the gmx convert-tpr
(page 138) tool to extend the run, e.g.

gmx convert—-tpr -s previous.tpr -—-extend timetoextendby -o next.tpr
gmx mdrun -s next.tpr -cpil state.cpt

The time can also be extended using the —until and —nsteps options. Note that the original mdp (page 463)
file may have generated velocities, but that is a one-time operation within gmx grompp (page 181) that is never
performed again by any other tool.

3.4.4 Changing mdp options for a restart

If you wish to make changes to your simulations settings other than length, then you should do so in the mdp
(page 463) file or topology, and then call

gmx grompp —-f possibly-changed.mdp -p possibly-changed.top -c original.gro,,
—~—t state.cpt -0 new.tpr
gmx mdrun -s new.tpr -cpili state.cpt

to instruct gmx grompp (page 181) to copy the full-precision coordinates and velocities in the checkpoint file into
the new #pr (page 468) file. You should consider your choices for t init (page 42), init—-step (page 42),
nsteps (page 42) and simulation-part (page 42). You should generally not regenerate velocities with
gen-vel (page 54), and generally select cont inuat ion (page 55) so that constraints are not re-applied before
the first integration step.
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3.4.5 Restarts without checkpoint files

It used to be possible to continue simulations without the checkpoint files. As this approach could be unreliable
or lead to unphysical results, only restarts from checkpoints are permitted now.

3.4.6 Are continuations exact?

If you had a computer with unlimited precision, or if you integrated the time-discretized equations of motion by
hand, exact continuation would lead to identical results. But since practical computers have limited precision and
MD is chaotic, trajectories will diverge very rapidly even if one bit is different. Such trajectories will all be equally
valid, but eventually very different. Continuation using a checkpoint file, using the same code compiled with the
same compiler and running on the same computer architecture using the same number of processors without GPUs
(see next section) would lead to binary identical results. However, by default the actual work load will be balanced
across the hardware according to the observed execution times. Such trajectories are in principle not reproducible,
and in particular a run that took place in more than one part will not be identical with an equivalent run in one part
- but neither of them is better in any sense.

3.4.7 Reproducibility

The following factors affect the reproducibility of a simulation, and thus its output:
* Precision (mixed / double) with double giving “better” reproducibility.

e Number of cores, due to different order in which forces are accumulated. For instance (a+b)+c is not
necessarily binary identical to a+(b+c) in floating-point arithmetic.

» Type of processors. Even within the same processor family there can be slight differences.
¢ Optimization level when compiling.

* Optimizations at run time: e.g. the FFTW library that is typically used for fast Fourier transforms determines
at startup which version of their algorithms is fastest, and uses that for the remainder of the calculations.
Since the speed estimate is not deterministic, the results may vary from run to run.

¢ Random numbers used for instance as a seed for generating velocities (in GROMACS at the preprocessing
stage).

* Uninitialized variables in the code (but there should not be any)
* Dynamic linking to different versions of shared libraries (e.g. for FFTs)

¢ Dynamic load balancing, since particles are redistributed to processors based on elapsed wallclock time,
which will lead to (a+b)+c != a+(b+c) issues as above

e Number of PME-only ranks (for parallel PME simulations)

* MPI reductions typically do not guarantee the order of the operations, and so the absence of associativity
for floating-point arithmetic means the result of a reduction depends on the order actually chosen

* On GPUgs, the reduction of e.g. non-bonded forces has a non-deterministic summation order, so any fast
implementation is non-reproducible by design.

The important question is whether it is a problem if simulations are not completely reproducible. The answer is
yes and no. Reproducibility is a cornerstone of science in general, and hence it is important. The Central Limit
Theorem tells us that in the case of infinitely long simulations, all observables converge to their equilibrium values.
Molecular simulations in GROMACS adhere to this theorem, and hence, for instance, the energy of your system
will converge to a finite value, the diffusion constant of your water molecules will converge to a finite value, and
so on. That means all the important observables, which are the values you would like to get out of your simulation,
are reproducible. Each individual trajectory is not reproducible, however.

However, there are a few cases where it would be useful if trajectories were reproducible, too. These include
developers doing debugging, and searching for a rare event in a trajectory when, if it occurs, you want to have
manually saved your checkpoint file so you can restart the simulation under different conditions, e.g. writing
output much more frequently.
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In order to obtain this reproducible trajectory, it is important to look over the list above and eliminate the factors
that could affect it. Further, using

[gmx mdrun -reprod ]

will eliminate all sources of non-reproducibility that it can, i.e. same executable + same hardware + same shared
libraries + same run input file + same command line parameters will lead to reproducible results.

3.5 Answers to frequently asked questions (FAQs)

3.5.1 Questions regarding GROMACS installation
1. Do I need to compile all utilities with MPI?

With one rarely-used exception (pme_error (page 226)), only mdrun (page 204) is able to use the MPI
(page 9) parallelism. So you only need to use the ~-DGMX_MP I=on flag when configuring (page 13) for a
build intended to run the main simulation engine mdrun (page 204). Generally that is desirable when running
on a multi-node cluster, and necessary when using multi-simulation algorithms. Usually also installing a
build of GROMACS configured without MPI is convenient for users.

2. Should my version be compiled using double precision?

In general, GROMACS only needs to be build in its default mixed-precision mode. For more details, see the
discussion in Chapter 2 of the reference manual. Sometimes, usage may also depend on your target system,
and should be decided upon according to the individual instructions (page 25).

3.5.2 Questions concerning system preparation and preprocessing
1. Where can I find a solvent coordinate file (page 458) for use with solvate (page 253)?

Suitable equilibrated boxes of solvent structure files (page 458) can be found in the $GMXDIR/share/
gromacs/top directory. That location will be searched by default by solvate (page 253), for example by
using —cs spc2l6.gro as an argument. Other solvent boxes can be prepared by the user as described
on the manual page for solvate (page 253) and elsewhere. Note that suitable topology files will be needed
for the solvent boxes to be useful in grompp (page 181). These are available for some force fields, and may
be found in the respective subfolder of SGMXDIR/share/gromacs/top.

2. How to prevent solvate (page 253) from placing waters in undesired places?

Water placement is generally well behaved when solvating proteins, but can be difficult when setting up
membrane or micelle simulations. In those cases, waters may be placed in between the alkyl chains of the
lipids, leading to problems later during the simulation (page 310). You can either remove those waters by
hand (and do the accounting for molecule types in the fopology (page 467) file), or set up a local copy of the
vdwradii.dat file from the $GMXLIB directory, specific for your project and located in your working
directory. In it, you can increase the vdW radius of the atoms, to suppress such interstitial insertions.
Recommended e.g. at a common tutorial is the use of 0.375 instead of 0.15.

1. How do I provide multiple definitions of bonds / dihedrals in a topology?

You can add additional bonded terms beyond those that are normally defined for a residue (e.g. when
defining a special ligand) by including additional copies of the respective lines under the [ bonds ],
[ pairs ], [ angles ] and [ dihedrals ] sections in the [ moleculetype ] section for
your molecule, found either in the itp (page 462) file or the ropology (page 467) file. This will add those
extra terms to the potential energy evaluation, but will not remove the previous ones. So be careful with
duplicate entries. Also keep in mind that this does not apply to duplicated entries for [ bondtypes 1, [
angletypes ],or [ dihedraltypes ], in force-field definition files, where duplicates overwrite
the previous values.

2. Do I really need a gro (page 461) file?

The gro (page 461) file is used in GROMACS as a unified structure file (page 458) format that can be read by
all utilities. The large majority of GROMACS routines can also use other file types such as pdb (page 465),
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with the limitations that no velocities are available in his case (page 31). If you need a text-based format
with more digits of precision, the g96 (page 461) format is suitable and supported.

. Do I always need to run pdb2gmx (page 223) when I already produced an izp (page 462) file elsewhere?

You don’t need to prepare additional files if you already have all ifp (page 462) and fop (page 467) files
prepared through other tools.

Examples for those can be found in the System Preparation section of this user guide (page 32).
How can I build in missing atoms?

GROMACS has no support for building coordinates of missing non-hydrogen atoms. If your system is
missing some part, you will have to add the missing pieces using external programs to avoid the missing
atom (page 103) error. This can be done using programs such as Chimera in combination with Modeller,
Swiss PDB Viewer, Maestro. Do not run a simulation that had missing atoms unless you know exactly why
it will be stable.

Why is the total charge of my system not an integer like it should be?

In floating point (page 319) math, real numbers can not be displayed to arbitrary precision (for more on
this, see e.g. Wikipedia). This means that very small differences to the final integer value will persist, and
GROMACS will not lie to you and round those values up or down. If your charge differs from the integer
value by a larger amount, e.g. at least 0.01, this usually means that something went wrong during your
system preparation

3.5.3 Questions regarding simulation methodology

1.

Should I couple a handful of ions to their own temperature-coupling bath?

No. You need to consider the minimal size of your temperature coupling groups, as explained in Thermostats
(page 308) and more specifically in What not to do (page 309), as well as the implementation of your chosen
thermostat as described in the reference manual.

Why do my grompp restarts always start from time zero?
You can choose different values for t init (page 42) and init—-step (page 42).
Why can’t I do conjugate gradient minimization with constraints?

Minimization with the conjugate gradient scheme can not be performed with constraints as described in the
reference manual, and some additional information on Wikipedia.

How do I hold atoms in place in my energy minimization or simulation?

Groups may be frozen in place using freeze groups (see the reference manual). It is more common to
use a set of position restraints, to place penalties on movement of the atoms. Files that control this kind of
behaviour can be created using genrestr (page 180).

How do I extend a completed a simulation to longer times?

Please see the section on Managing long simulations (page 33). You can either prepare a new mdp
(page 463) file, or extend the simulation time in the original 7pr (page 468) file using convert-tpr (page 138).

How should I compute a single-point energy?

This is best achieved with the —rerun option to mdrun (page 204). See the Re-running a simulation
(page 81) section.

3.5.4 Parameterization and Force Fields

1.

I want to simulate a molecule (protein, DNA, etc.) which complexes with various transition metal ions,
iron-sulfur clusters, or other exotic species. Parameters for these exotic species aren’t available in force
field X. What should I do?

First, you should consider how well MD (page 311) will actually describe your system (e.g. see some of
the recent literature). Many species are infeasible to model without either atomic polarizability, or QM
treatments. Then you need to prepare your own set of parameters and add a new residue to your force field
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(page 312) of choice. Then you will have to validate that your system behaves in a physical way, before
continuing your simulation studies. You could also try to build a more simplified model that does not rely
on the complicated additions, as long as it still represents the correct real object in the laboratory.

Should I take parameters from one force field and apply them inside another that is missing them?

NO. Molecules parametrized for a given force field (page 312) will not behave in a physical manner when
interacting with other molecules that have been parametrized according to different standards. If your
required molecule is not included in the force field you need to use, you will have to parametrize it yourself
according to the methodology of this force field.

3.5.5 Analysis and Visualization

1.

3.6

Why am I seeing bonds being created when I watch the trajectory?

Most visualization softwares determine the bond status of atoms depending on a set of predefined distances.
So the bonding pattern created by them might not be the one defined in your ropology (page 467) file.
What matters is the information encoded in there. If the software has read a 7pr (page 468) file, then the
information is in reliable agreement with the topology you supplied to grompp (page 181).

When visualizing a trajectory from a simulation using PBC, why are there holes or my peptide leaving the
simulation box?

Those holes and molecules moving around are just a result of molecules ranging over the box boundaries
and wrapping around (page 307), and are not a reason for concern. You can fix the visualization using
trjconv (page 265) to prepare the structure for analysis.

Why is my total simulation time not an integer like it should be?

As the simulation time is calculated using floating point arithmetic (page 319), rounding errors can occur
but are not of concern.

Force fields in GROMACS

3.6.1 AMBER

AMBER (Assisted Model Building and Energy Refinement) refers both to a set of molecular mechanical force
fields (page 312) for the simulation of biomolecules and a package of molecular simulation programs.

GROMACS supports the following AMBER force fields natively:

AMBER%
AMBER96
AMBER99
AMBER99SB
AMBER99SB-ILDN
AMBERO3
AMBERGS

Information concerning the force field can be found using the following information:

AMBER Force Fields - background about the AMBER force fields
AMBER Programs - information about the AMBER suite of programs for molecular simulation

ANTECHAMBER/GAFF - Generalized Amber Force Field (GAFF) which is supposed to provide param-
eters suitable for small molecules that are compatible with the AMBER protein/nucleic acid force fields.
It is available either together with AMBER, or through the antechamber package, which is also distributed
separately. There are scripts available for converting AMBER systems (set up, for example, with GAFF) to
GROMACS (amb2gmx.pl, or ACPYPE), but they do require AmberTools installation to work.
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3.6.2 CHARMM

CHARMM (Chemistry at HARvard Macromolecular Mechanics) is a both a set of force fields and a software
package for molecular dynamics (page 311) simulations and analysis. Includes united atom (CHARMMI19) and
all atom (CHARMM?22, CHARMM?27, CHARMM36) force fields (page 312). The CHARMM?27 force field has
been ported to GROMACS and is officially supported. CHARMM36 force field files can be obtained from the
MacKerell lab website, which regularly produces up-to-date CHARMM force field files in GROMACS format.

For using CHARMM36 in GROMACS, please use the following settings in the mdp (page 463) file:

constraints = h-bonds
cutoff-scheme = Verlet
vdwtype = cutoff
vdw-modifier = force-switch
rlist = 1.2

rvdw = 1.2

rvdw-switch = 1.0
coulombtype = PME
rcoulomb = 1.2
DispCorr = no

Note that dispersion correction should be applied in the case of lipid monolayers, but not bilayers.

Please also note that the switching distance is a matter of some debate in lipid bilayer simulations, and it is depen-
dent to some extent on the nature of the lipid. Some studies have found that an 0.8-1.0 nm switch is appropriate,
others argue 0.8-1.2 nm is best, and yet others stand by 1.0-1.2 nm. The user is cautioned to thoroughly investigate
the force field literature for their chosen lipid(s) before beginning a simulation!

3.6.3 GROMOS

Warning

The GROMOS force fields have been parametrized with a physically incorrect multiple-time-stepping scheme
for a twin-range cut-off. When used with a single-range cut-off (or a correct Trotter multiple-time-stepping
scheme), physical properties, such as the density, might differ from the intended values. Since there are
researchers actively working on validating GROMOS with modern integrators we have not yet removed the
GROMOS force fields, but you should be aware of these issues and check if molecules in your system are
affected before proceeding. Further information is available in GitLab Issue 2884 , and a longer explanation of
our decision to remove physically incorrect algorithms can be found at DOI:10.26434/chemrxiv.11474583.v1

GROMOS is is a general-purpose molecular dynamics computer simulation package for the study of biomolecular
systems. It also incorporates its own force field covering proteins, nucleotides, sugars etc. and can be applied to
chemical and physical systems ranging from glasses and liquid crystals, to polymers and crystals and solutions of
biomolecules.

GROMACS supports the GROMOS force fields, with all parameters provided in the distribution for 43al, 43a2,
45a3, 53a5, 53a6 and 54a7. The GROMOS force fields are united atom force fields (page 312), i.e. without explicit
aliphatic (non-polar) hydrogens.

* GROMOS 53a6 - in GROMACS format (J. Comput. Chem. 2004 vol. 25 (13): 1656-1676).
¢ GROMOS 53a5 - in GROMACS format (J. Comput. Chem. 2004 vol. 25 (13): 1656-1676).

* GROMOS 43alp - 43al modified to contain SEP (phosphoserine), TPO (phosphothreonine), and PTR
(phosphotyrosine) (all PO42- forms), and SEPH, TPOH, PTRH (PO4H- forms).
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3.6.4 OPLS

OPLS (Optimized Potential for Liquid Simulations) is a set of force fields developed by Prof. William L. Jorgensen
for condensed phase simulations, with the latest version being OPLS-AA/M.

The standard implementations for those force fields are the BOSS and MCPRO programs developed by the Jor-
gensen group

As there is no central web-page to point to, the user is advised to consult the original literature for the united atom
(OPLS-UA) and all atom (OPLS-AA) force fields, as well as the Jorgensen group page

3.7 Molecular dynamics parameters (.mdp options)

3.7.1 General information

Default values are given in parentheses, or listed first among choices. The first option in the list is always the
default option. Units are given in square brackets. The difference between a dash and an underscore is ignored.

A sample mdp file (page 463) is available. This should be appropriate to start a normal simulation. Edit it to suit
your specific needs and desires.

Preprocessing

include

directories to include in your topology. Format: —I/home/ john/mylib -I../otherlib

define

defines to pass to the preprocessor, default is no defines. You can use any defines to control options in your
customized topology files. Options that act on existing rop (page 467) file mechanisms include

-DFLEXIBLE will use flexible water instead of rigid water into your topology, this can be useful
for normal mode analysis.

—-DPOSRES will trigger the inclusion of posre . i tp into your topology, used for implementing
position restraints.

Run control

integrator

(Despite the name, this list includes algorithms that are not actually integrators over time.
integrator=steep (page 41) and all entries following it are in this category)

md

A leap-frog algorithm for integrating Newton’s equations of motion.
md-vv

A velocity Verlet algorithm for integrating Newton’s equations of motion. For constant NVE simu-
lations started from corresponding points in the same trajectory, the trajectories are analytically, but
not binary, identical to the integrator=md (page 40) leap-frog integrator. The kinetic energy is
determined from the whole step velocities and is therefore slightly too high. The advantage of this in-
tegrator is more accurate, reversible Nose-Hoover and Parrinello-Rahman coupling integration based
on Trotter expansion, as well as (slightly too small) full step velocity output. This all comes at the cost
of extra computation, especially with constraints and extra communication in parallel. Note that for
nearly all production simulations the i ntegrator=md (page 40) integrator is accurate enough.

md-vv-avek

A velocity Verlet algorithm identical to integrator=md-vv (page 40), except that the kinetic en-
ergy is determined as the average of the two half step kinetic energies as in the integrator=md
(page 40) integrator, and this thus more accurate. With Nose-Hoover and/or Parrinello-Rahman cou-
pling this comes with a slight increase in computational cost.
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sd

An accurate and efficient leap-frog stochastic dynamics integrator. With constraints, coordinates needs
to be constrained twice per integration step. Depending on the computational cost of the force calcula-
tion, this can take a significant part of the simulation time. The temperature for one or more groups of
atoms (t c-grps (page 52)) is set with re f—t (page 52), the inverse friction constant for each group
is set with tau—t (page 52). The parameters t coupl (page 51) and nsttcouple (page 51) are
ignored. The random generator is initialized with 1d-seed (page 43). When used as a thermostat,
an appropriate value for tau—t (page 52) is 2 ps, since this results in a friction that is lower than the
internal friction of water, while it is high enough to remove excess heat NOTE: temperature deviations
decay twice as fast as with a Berendsen thermostat with the same tau-t (page 52).

bd

An Euler integrator for Brownian or position Langevin dynamics. The velocity is the force divided by
a friction coefficient (bd—fric (page 43)) plus random thermal noise (ref—t (page 52)). When
bd-fric (page 43) is 0, the friction coefficient for each particle is calculated as mass/ tau-t
(page 52), as for the integrator integrator=sd (page 40). The random generator is initialized
with 1d-seed (page 43).

steep

A steepest descent algorithm for energy minimization. The maximum step size is emstep (page 43),
the tolerance is emt ol (page 43).

cg
A conjugate gradient algorithm for energy minimization, the tolerance is emtol (page 43). CG is
more efficient when a steepest descent step is done every once in a while, this is determined by
nstcgsteep (page 43). For a minimization prior to a normal mode analysis, which requires a
very high accuracy, GROMACS should be compiled in double precision.

l-bfgs
A quasi-Newtonian algorithm for energy minimization according to the low-memory Broyden-

Fletcher-Goldfarb-Shanno approach. In practice this seems to converge faster than Conjugate Gra-
dients, but due to the correction steps necessary it is not (yet) parallelized.

nm

Normal mode analysis is performed on the structure in the #pr (page 468) file. GROMACS should be
compiled in double precision.

tpi

Test particle insertion. The last molecule in the topology is the test particle. A trajectory must be pro-
vided to mdrun -rerun. This trajectory should not contain the molecule to be inserted. Insertions
are performed nsteps (page 42) times in each frame at random locations and with random orienta-
tions of the molecule. When nst1ist (page 45) is larger than one, nst1ist (page 45) insertions
are performed in a sphere with radius rtpi (page 44) around a the same random location using the
same pair list. Since pair list construction is expensive, one can perform several extra insertions with
the same list almost for free. The random seed is set with 1d-seed (page 43). The temperature for
the Boltzmann weighting is set with re -t (page 52), this should match the temperature of the sim-
ulation of the original trajectory. Dispersion correction is implemented correctly for TPI. All relevant
quantities are written to the file specified with mdrun -tpi. The distribution of insertion energies
is written to the file specified with mdrun -tpid. No trajectory or energy file is written. Parallel
TPI gives identical results to single-node TPI. For charged molecules, using PME with a fine grid is
most accurate and also efficient, since the potential in the system only needs to be calculated once per
frame.

tpic
Test particle insertion into a predefined cavity location. The procedure is the same as for
integrator=tpi (page 41), except that one coordinate extra is read from the trajectory, which
is used as the insertion location. The molecule to be inserted should be centered at 0,0,0. GROMACS

does not do this for you, since for different situations a different way of centering might be optimal.
Also rtpi (page 44) sets the radius for the sphere around this location. Neighbor searching is done
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only once per frame, nst 1ist (page 45) is not used. Parallel integrator=tpic (page 41) gives
identical results to single-rank integrator=tpic (page 41).
mimic
Enable MiMiC QM/MM coupling to run hybrid molecular dynamics. Keey in mind that its required
to launch CPMD compiled with MiMiC as well. In this mode all options regarding integration (T-
coupling, P-coupling, timestep and number of steps) are ignored as CPMD will do the integration
instead. Options related to forces computation (cutoffs, PME parameters, etc.) are working as usual.
Atom selection to define QM atoms is read from OMMM-grps (page 76)
tinit
(0) [ps] starting time for your run (only makes sense for time-based integrators)
dt

(0.001) [ps] time step for integration (only makes sense for time-based integrators)

nsteps
(0) maximum number of steps to integrate or minimize, -1 is no maximum

init-step
(0) The starting step. The time at step i in a run is calculated as: t = tinit (page 42) + dt (page 42) *
(init-step (page 42) +1). The free-energy lambda is calculated as: lambda = init—-1ambda (page 68)
+ delta-lambda (page 68) * (init-step (page 42) + i). Also non-equilibrium MD parameters can
depend on the step number. Thus for exact restarts or redoing part of a run it might be necessary to set

init-step (page 42) to the step number of the restart frame. gmx convert-tpr (page 138) does this
automatically.

simulation—-part

(0) A simulation can consist of multiple parts, each of which has a part number. This option specifies what
that number will be, which helps keep track of parts that are logically the same simulation. This option is
generally useful to set only when coping with a crashed simulation where files were lost.

mts

no

Evaluate all forces at every integration step.

yes
Use a multiple timing-stepping integrator to evaluate some forces, as specified by
mts—levelZ-forces (page 42) every mts—levelZ-factor (page 42) integration steps.
All other forces are evaluated at every step. MTS is currently only supported with integrator=md

(page 40).
mts-levels

(2) The number of levels for the multiple time-stepping scheme. Currently only 2 is supported.

mts—-level2-forces

(longrange-nonbonded) A list of one or more force groups that will be evaluated only ev-
ery mts—level2-factor (page 42) steps. Supported entries are: longrange-nonbonded,
nonbonded, pair, dihedral, angle, pull and awh. With pair the listed pair forces (such as
1-4) are selected. With dihedral all dihedrals are selected, including cmap. All other forces, including
all restraints, are evaluated and integrated every step. When PME or Ewald is used for electrostatics and/or
LJ interactions, Longrange—nonbonded can not be omitted here.

mts-level2-factor

(2) [steps] Interval for computing the forces in level 2 of the multiple time-stepping scheme

mass-repartition-factor

(1) [] Scales the masses of the lightest atoms in the system by this factor to the mass mMin. All atoms with
a mass lower than mMin also have their mass set to that mMin. The mass change is subtracted from the
mass of the atom the light atom is bound to. If there is no bound atom a warning is generated. If there is
more than one atom bound an error is generated. If the mass of the bound atom would become lower than
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mMin an error is generated. For typical atomistic systems only the masses of hydrogens are scaled. With
constraints=h-bonds (page 55), a factor of 3 will usually enable a time step of 4 fs.

comm-mode

Linear

Remove center of mass translational velocity

Angular

Remove center of mass translational and rotational velocity

Linear—-acceleration—-correction

Remove center of mass translational velocity. Correct the center of mass position assuming linear
acceleration over nstcomm (page 43) steps. This is useful for cases where an acceleration is expected
on the center of mass which is nearly constant over nstcomm (page 43) steps. This can occur for
example when pulling on a group using an absolute reference.

None

No restriction on the center of mass motion

nstcomm
(100) [steps] interval for center of mass motion removal
comm—grps

group(s) for center of mass motion removal, default is the whole system

Langevin dynamics

bd-fric
(0) [amu ps™'] Brownian dynamics friction coefficient. When bd—fric (page 43) is 0, the friction coeffi-
cient for each particle is calculated as mass/ tau—t (page 52).

ld-seed

(-1) [integer] used to initialize random generator for thermal noise for stochastic and Brownian dynamics.
When 1d-seed (page 43) is set to -1, a pseudo random seed is used. When running BD or SD on multiple
processors, each processor uses a seed equal to 1 d—-seed (page 43) plus the processor number.

Energy minimization

emtol

(10.0) [kJ mol! nm™'] the minimization is converged when the maximum force is smaller than this value

emstep

(0.01) [nm] initial step-size

nstcgsteep

(1000) [steps] interval of performing 1 steepest descent step while doing conjugate gradient energy mini-
mization.

nbfgscorr

(10) Number of correction steps to use for L-BFGS minimization. A higher number is (at least theoretically)
more accurate, but slower.

Shell Molecular Dynamics

When shells or flexible constraints are present in the system the positions of the shells and the lengths of the
flexible constraints are optimized at every time step until either the RMS force on the shells and constraints is less
than emt ol (page 43), or a maximum number of iterations niter (page 43) has been reached. Minimization is
converged when the maximum force is smaller than emt o1 (page 43). For shell MD this value should be 1.0 at
most.
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niter

(20) maximum number of iterations for optimizing the shell positions and the flexible constraints.

festep

(0) [ps?] the step size for optimizing the flexible constraints. Should be chosen as mu/(d2V/dg2) where
mu is the reduced mass of two particles in a flexible constraint and d2V/dq2 is the second derivative of the
potential in the constraint direction. Hopefully this number does not differ too much between the flexible
constraints, as the number of iterations and thus the runtime is very sensitive to fcstep. Try several values!

Test particle insertion

rtpi
(0.05) [nm] the test particle insertion radius, see integrators integrator=tpi (page 41) and
integrator=tpic (page 41)

Output control

nstxout
(0) [steps] number of steps that elapse between writing coordinates to the output trajectory file (777
(page 469)), the first and last coordinates are always written unless 0, which means coordinates are not
written into the trajectory file.

nstvout
(0) [steps] number of steps that elapse between writing velocities to the output trajectory file (177 (page 469)),
the first and last velocities are always written unless 0, which means velocities are not written into the
trajectory file.

nstfout
(0) [steps] number of steps that elapse between writing forces to the output trajectory file (17 (page 469)),
the first and last forces are always written, unless 0, which means forces are not written into the trajectory
file.

nstlog
(1000) [steps] number of steps that elapse between writing energies to the log file, the first and last energies
are always written.

nstcalcenergy

(100) number of steps that elapse between calculating the energies, 0 is never. This option is only relevant
with dynamics. This option affects the performance in parallel simulations, because calculating energies
requires global communication between all processes which can become a bottleneck at high parallelization.

nstenergy

(1000) [steps] number of steps that elapse between writing energies to the energy file (edr (page 460)),
the first and last energies are always written, should be a multiple of nstcalcenergy (page 44). Note
that the exact sums and fluctuations over all MD steps modulo nstcalcenergy (page 44) are stored
in the energy file, so gmx energy (page 168) can report exact energy averages and fluctuations also when
nstenergy (page 44) > 1

nstxout—-compressed
(0) [steps] number of steps that elapse between writing position coordinates using lossy compression (xtc
(page 470) file), the first and last coordinates are always written, unless 0, which means that there is no
compressed coordinates output.

compressed-x—-precision
(1000) [real] precision with which to write to the compressed trajectory file

compressed—-x—-grps
group(s) to write to the compressed trajectory file, by default the whole system is written (if
nstxout-compressed (page 44) > 0)
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energygrps

group(s) for which to write to write short-ranged non-bonded potential energies to the energy file (not
supported on GPUs)

Neighbor searching

cutoff-scheme

Verlet

Generate a pair list with buffering. The buffer size is automatically set based on
verlet-buffer—tolerance (page 45), unless this is set to -1, in which case r11ist (page 46)
will be used.

group
Generate a pair list for groups of atoms, corresponding to the charge groups in the topology. This
option is no longer supported.

nstlist

pbc

(10) [steps]

>0
Interval between steps that update the neighbor list. When dynamics and
verlet-buffer—-tolerance (page 45) set, nstlist (page 45) is actually a minimum
value and gmx mdrun (page 204) might increase it, unless it is set to 1. With parallel simulations
and/or non-bonded force calculation on the GPU, a value of 20 or 40 often gives the best performance.
With energy minimization this parameter is not used as the pair list is updated when at least one atom
has moved by more than half the pair list buffer size.

0
The neighbor list is only constructed once and never updated. This is mainly useful for vacuum simu-
lations in which all particles see each other. But vacuum simulations are (temporarily) not supported.

<0
Unused.

Xyz
Use periodic boundary conditions in all directions.

no
Use no periodic boundary conditions, ignore the box. To simulate without cut-offs, set all cut-offs and
nstlist (page 45) to 0. For best performance without cut-offs on a single MPI rank, set nst1ist
(page 45) to zero.

Xy

Use periodic boundary conditions in x and y directions only. This can be used in combination with
walls (page 56). Without walls or with only one wall the system size is infinite in the z direction.
Therefore pressure coupling or Ewald summation methods can not be used. These disadvantages do
not apply when two walls are used.

periodic—-molecules

no

molecules are finite, fast molecular PBC can be used

yes

for systems with molecules that couple to themselves through the periodic boundary conditions, this
requires a slower PBC algorithm and molecules are not made whole in the output
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verlet-buffer-tolerance
(0.005) [kJ mol™! ps'l]

Used when performing a simulation with dynamics. This sets the maximum allowed error for pair interac-
tions per particle caused by the Verlet buffer, which indirectly sets r1ist (page 46). As both nstlist
(page 45) and the Verlet buffer size are fixed (for performance reasons), particle pairs not in the pair list can
occasionally get within the cut-off distance during nst1ist (page 45) -1 steps. This causes very small
jumps in the energy. In a constant-temperature ensemble, these very small energy jumps can be estimated
for a given cut-off and r11 st (page 46). The estimate assumes a homogeneous particle distribution, hence
the errors might be slightly underestimated for multi-phase systems. (See the reference manual for details).
For longer pair-list life-time (nst11st (page 45) -1) * dt (page 42) the buffer is overestimated, because
the interactions between particles are ignored. Combined with cancellation of errors, the actual drift of the
total energy is usually one to two orders of magnitude smaller. Note that the generated buffer size takes into
account that the GROMACS pair-list setup leads to a reduction in the drift by a factor 10, compared to a sim-
ple particle-pair based list. Without dynamics (energy minimization etc.), the buffer is 5% of the cut-off. For
NVE simulations the initial temperature is used, unless this is zero, in which case a buffer of 10% is used.
For NVE simulations the tolerance usually needs to be lowered to achieve proper energy conservation on
the nanosecond time scale. To override the automated buffer setting, use verlet-buffer-tolerance
(page 45) =-1 and set r1ist (page 46) manually.

verlet-buffer-pressure-tolerance
(0.5) [bar]

Used when performing a simulation with dynamics and only active when verlet-buffer—-tolerance
(page 45) is positive. This sets the maximum tolerated error in the average pressure due to missing Lennard-
Jones interactions of particle pairs that are not in the pair list, but come within rvdw (page 49) range as the
pair list ages. As for the drift tolerance, the (over)estimate of the pressure error is tight at short times. At
longer time it turns into a significant overestimate, because interactions limit the displacement of particles.
Note that the default tolerance of 0.5 bar corresponds to a maximum relative deviation of the density of
liquid water of 2e-5.

rlist

(1) [nm] Cut-off distance for the short-range neighbor list. With dynamics, this is by default set by the
verlet-buffer—-tolerance (page45)and verlet-buffer-pressure—tolerance (page 46)
options and the value of riist (page 46) is ignored. Without dynamics, this is by default set to the
maximum cut-off plus 5% buffer, except for test particle insertion, where the buffer is managed exactly and
automatically. For NVE simulations, where the automated setting is not possible, the advised procedure is
to run gmx grompp (page 181) with an NVT setup with the expected temperature and copy the resulting
value of r1ist (page 46) to the NVE setup.

Electrostatics

coulombtype

Cut-off

Plain cut-off with pair list radius r1ist (page 46) and Coulomb cut-off rcoulomb (page 47),
where rlist (page 46) >= rcoulomb (page 47). Note that with the (default) setting of
coulomb-modifier (page 47) =Potential-shift not only the potentials between interacting pairs
are shifted to be zero at the cut-off, but the same shift is also applied to excluded pairs. This does not
lead to forces between excluded pairs, but does add a constant offset to the total Coulomb potential.

Ewald

Classical Ewald sum electrostatics. The real-space cut-off rcoulomb (page 47) should be equal
to r1ist (page 46). Use e.g. rlist (page 46) =0.9, rcoulomb (page 47) =0.9. The highest
magnitude of wave vectors used in reciprocal space is controlled by fourierspacing (page 49).
The relative accuracy of direct/reciprocal space is controlled by ewald—-rtol (page 50).

NOTE: Ewald scales as O(N*?) and is thus extremely slow for large systems. It is included mainly for
reference - in most cases PME will perform much better.
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PME

Fast smooth Particle-Mesh Ewald (SPME) electrostatics. Direct space is similar to the Ewald
sum, while the reciprocal part is performed with FFTs. Grid dimensions are controlled with
fourierspacing (page 49) and the interpolation order with pme—-order (page 49). With a grid
spacing of 0.1 nm and cubic interpolation the electrostatic forces have an accuracy of 2-3¥10*. Since
the error from the vdw-cutoff is larger than this you might try 0.15 nm. When running in parallel
the interpolation parallelizes better than the FFT, so try decreasing grid dimensions while increasing
interpolation.

P3M-AD
Particle-Particle Particle-Mesh algorithm with analytical derivative for for long-range electrostatic in-
teractions. The method and code is identical to SPME, except that the influence function is optimized
for the grid. This gives a slight increase in accuracy.

Reaction-Field

Reaction field electrostatics with Coulomb cut-off rcoulomb (page 47), where r1ist (page 46) >=
rvdw (page 49). The dielectric constant beyond the cut-off is epsi lon—rf (page 48). The dielectric
constant can be set to infinity by setting epsilon-rf (page 48) =0.

User

Currently unsupported. gmx mdrun (page 204) will now expect to find a file table . xvg with user-
defined potential functions for repulsion, dispersion and Coulomb. When pair interactions are present,
gmx mdrun (page 204) also expects to find a file tablep.xvg for the pair interactions. When the
same interactions should be used for non-bonded and pair interactions the user can specify the same file
name for both table files. These files should contain 7 columns: the x value, f (x), -f"' (x), g (x),
-g' (x),h(x), -h' (x), where £ (x) is the Coulomb function, g (x) the dispersion function and
h (x) the repulsion function. When vdwt ype (page 48) is not set to User the values for g, -g', h
and -h"' are ignored. For the non-bonded interactions x values should run from O to the largest cut-off
distance + table—-extension (page 49) and should be uniformly spaced. For the pair interactions
the table length in the file will be used. The optimal spacing, which is used for non-user tables, is
0.002 nm when you run in mixed precision or 0.0005 nm when you run in double precision. The
function value at x=0 is not important. More information is in the printed manual.

PME-Switch
Currently unsupported. A combination of PME and a switch function for the direct-space part (see
above). rcoulomb (page 47) is allowed to be smaller than r11i st (page 46).

PME-User
Currently unsupported. A combination of PME and user tables (see above). rcoulomb (page 47) is
allowed to be smaller than r1ist (page 46). The PME mesh contribution is subtracted from the user
table by gmx mdrun (page 204). Because of this subtraction the user tables should contain about 10
decimal places.

PME-User-Switch

Currently unsupported. A combination of PME-User and a switching function (see above). The
switching function is applied to final particle-particle interaction, i.e. both to the user supplied function
and the PME Mesh correction part.

coulomb—-modifier

Potential-shift
Shift the Coulomb potential by a constant such that it is zero at the cut-off. This makes the potential
the integral of the force. Note that this does not affect the forces or the sampling.
None
Use an unmodified Coulomb potential. This can be useful when comparing energies with those com-
puted with other software.
rcoulomb-switch

(0) [nm] where to start switching the Coulomb potential, only relevant when force or potential switching is
used
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rcoulomb

(1) [nm] The distance for the Coulomb cut-off. Note that with PME this value can be increased by the PME
tuning in gmx mdrun (page 204) along with the PME grid spacing.

epsilon-r

(1) The relative dielectric constant. A value of 0 means infinity.

epsilon-rf

(0) The relative dielectric constant of the reaction field. This is only used with reaction-field electrostatics.
A value of 0 means infinity.

Van der Waals

vdwtype

Cut-off

PME

Plain cut-off with pair list radius r1ist (page 46) and VAW cut-off rvdw (page 49), where r1ist
(page 46) >= rvdw (page 49).

Fast smooth Particle-mesh Ewald (SPME) for VAW interactions. The grid dimensions are controlled
with fourierspacing (page 49) in the same way as for electrostatics, and the interpolation order
is controlled with pme-order (page 49). The relative accuracy of direct/reciprocal space is con-
trolled by ewald-rtol—-1j (page 50), and the specific combination rules that are to be used by the
reciprocal routine are set using 1 j—pme—-comb—-rule (page 50).

Shift

This functionality is deprecated and replaced by using vdwtype=Cut-off (page 48) with
vdw-modifier=Force—switch (page 48). The LJ (not Buckingham) potential is decreased over
the whole range and the forces decay smoothly to zero between rvdw—switch (page 49) and rvdw
(page 49).

Switch

This functionality is deprecated and replaced by using vdwtype=Cut-off (page 48) with
vdw-modifier=Potential-switch (page 48). The LJ (not Buckingham) potential is normal
outto rvdw—switch (page 49), after which it is switched off to reach zero at rvdw (page 49). Both
the potential and force functions are continuously smooth, but be aware that all switch functions will
give rise to a bulge (increase) in the force (since we are switching the potential).

User

Currently unsupported. See coulombtype=User (page 47) for instructions. The function value at
zero is not important. When you want to use LJ correction, make sure that rvdw (page 49) corresponds
to the cut-off in the user-defined function. When coulombt ype (page 46) is not set to User the values
for the f and —£' columns are ignored.

vdw-modifier

Potential-shift

Shift the Van der Waals potential by a constant such that it is zero at the cut-off. This makes the
potential the integral of the force. Note that this does not affect the forces or the sampling.

None

Use an unmodified Van der Waals potential. This can be useful when comparing energies with those
computed with other software.

Force-switch

Smoothly switches the forces to zero between rvdw—switch (page 49) and rvdw (page 49). This
shifts the potential shift over the whole range and switches it to zero at the cut-off. Note that this is
more expensive to calculate than a plain cut-off and it is not required for energy conservation, since
Potential-shift conserves energy just as well.
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Potential-switch

Smoothly switches the potential to zero between rvdw-switch (page 49) and rvdw (page 49).
Note that this introduces articifically large forces in the switching region and is much more expensive
to calculate. This option should only be used if the force field you are using requires this.

rvdw-switch

rvdw

(0) [nm] where to start switching the LJ force and possibly the potential, only relevant when force or
potential switching is used

(1) [nm] distance for the LJ or Buckingham cut-off

DispCorr

no

do not apply any correction

EnerPres

apply long-range dispersion corrections for Energy and Pressure

Ener

apply long-range dispersion corrections for Energy only

Tables

table—-extension

ener

(1) [nm] Extension of the non-bonded potential lookup tables beyond the largest cut-off distance. With
actual non-bonded interactions the tables are never accessed beyond the cut-off. But a longer table length
might be needed for the 1-4 interactions, which are always tabulated irrespective of the use of tables for the
non-bonded interactions.

gygrp—-table

Currently unsupported. When user tables are used for electrostatics and/or VAW, here one can give pairs of
energy groups for which separate user tables should be used. The two energy groups will be appended to
the table file name, in order of their definition in energygrps (page 44), separated by underscores. For
example, if energygrps = Na Cl Sol and energygrp-table = Na Na Na Cl, gmx mdrun
(page 204) will read table_Na_Na.xvg and table_Na_Cl.xvg in addition to the normal table.
xvg which will be used for all other energy group pairs.

Ewald

four

four

four

four

ierspacing

(0.12) [nm] For ordinary Ewald, the ratio of the box dimensions and the spacing determines a lower bound
for the number of wave vectors to use in each (signed) direction. For PME and P3M, that ratio determines
a lower bound for the number of Fourier-space grid points that will be used along that axis. In all cases, the
number for each direction can be overridden by entering a non-zero value for that fourier-nx (page 49)
direction. For optimizing the relative load of the particle-particle interactions and the mesh part of PME, it
is useful to know that the accuracy of the electrostatics remains nearly constant when the Coulomb cut-off
and the PME grid spacing are scaled by the same factor. Note that this spacing can be scaled up along with
rcoulomb (page 47) by the PME tuning in gmx mdrun (page 204).

ier-nx
ier-ny

ier-nz

(0) Highest magnitude of wave vectors in reciprocal space when using Ewald. Grid size when using PME or
P3M. These values override fourierspacing (page 49) per direction. The best choice is powers of 2,
3,5 and 7. Avoid large primes. Note that these grid sizes can be reduced along with scaling up rcoulomb
(page 47) by the PME tuning in gmx mdrun (page 204).
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pme—-order

(4) The number of grid points along a dimension to which a charge is mapped. The actual order of the PME
interpolation is one less, e.g. the default of 4 gives cubic interpolation. Supported values are 3 to 12 (max
8 for P3M-AD). When running in parallel, it can be worth to switch to 5 and simultaneously increase the
grid spacing. Note that on the CPU only values 4 and 5 have SIMD acceleration and GPUs only support the
value 4.

ewald-rtol

(103) The relative strength of the Ewald-shifted direct potential at rcoulomb (page 47) is given by
ewald-rtol (page 50). Decreasing this will give a more accurate direct sum, but then you need more
wave vectors for the reciprocal sum.

ewald-rtol-1j
(10%) When doing PME for VdW-interactions, ewald-rtol-1 7 (page 50) is used to control the relative
strength of the dispersion potential at rvdw (page 49) in the same way as ewa ld-rtol (page 50) controls
the electrostatic potential.

1j-pme-comb-rule
(Geometric) The combination rules used to combine VdW-parameters in the reciprocal part of LJ-PME.
Geometric rules are much faster than Lorentz-Berthelot and usually the recommended choice, even when
the rest of the force field uses the Lorentz-Berthelot rules.
Geometric

Apply geometric combination rules

Lorentz-Berthelot

Apply Lorentz-Berthelot combination rules

ewald-geometry

3d

The Ewald sum is performed in all three dimensions.

3dc

The reciprocal sum is still performed in 3D, but a force and potential correction applied in the z
dimension to produce a pseudo-2D summation. If your system has a slab geometry in the x—y plane
you can try to increase the z-dimension of the box (a box height of 3 times the slab height is usually
ok) and use this option.

epsilon-surface

(0) This controls the dipole correction to the Ewald summation in 3D. The default value of zero means it is
turned off. Turn it on by setting it to the value of the relative permittivity of the imaginary surface around
your infinite system. Be careful - you should not use this if you have free mobile charges in your system.
This value does not affect the slab 3DC variant of the long-range corrections.

Temperature coupling

ensemble-temperature-setting

auto

With this setting gmx grompp (page 181) will determine which of the next three settings is available
and choose the appropriate one. When all atoms are coupled to a temperature bath with the same
temperature, a constant ensemble temperature is chosen and the value is taken from the temperature
bath.

constant

The system has a constant ensemble temperature given by ensemble-temperature (page 51). A
constant ensemble temperature is required for certain sampling algorithms such as AWH.
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variable
The system has a variable ensemble temperature due to simulated annealing or simulated tempering.
The system ensemble temperature is set dynamically during the simulation.

not-available

The system has no ensemble temperature.
ensemble-temperature
(-1 [K]

The ensemble temperature for the system. The input value is only wused with
ensemble-temperature-setting=constant. By default the ensemble temperature is copied
from the temperature of the thermal bath (when used).

tcoupl
no
No temperature coupling.
berendsen

Temperature coupling with a Berendsen thermostat to a bath with temperature re -t (page 52), with
time constant tau—t (page 52). Several groups can be coupled separately, these are specified in the
tc—-grps (page 52) field separated by spaces. This is a historical thermostat needed to be able to
reproduce previous simulations, but we strongly recommend not to use it for new production runs.
Consult the manual for details.

nose-hoover

Temperature coupling using a Nose-Hoover extended ensemble. The reference temperature and cou-
pling groups are selected as above, but in this case tau—t (page 52) controls the period of the tem-
perature fluctuations at equilibrium, which is slightly different from a relaxation time. For NVT sim-
ulations the conserved energy quantity is written to the energy and log files.

andersen

Temperature coupling by randomizing a fraction of the particle velocities at each timestep. Reference
temperature and coupling groups are selected as above. tau—t (page 52) is the average time between
randomization of each molecule. Inhibits particle dynamics somewhat, but has little or no ergodicity
issues. Currently only implemented with velocity Verlet, and not implemented with constraints.

andersen—-massive

Temperature coupling by randomizing velocities of all particles at infrequent timesteps. Reference
temperature and coupling groups are selected as above. tau-—t (page 52) is the time between ran-
domization of all molecules. Inhibits particle dynamics somewhat, but has little or no ergodicity
issues. Currently only implemented with velocity Verlet.

v-rescale

Temperature coupling using velocity rescaling with a stochastic term (JCP 126, 014101). This thermo-
stat is similar to Berendsen coupling, with the same scaling using tau—t (page 52), but the stochastic
term ensures that a proper canonical ensemble is generated. The random seed is set with 1d-seed
(page 43). This thermostat works correctly even for tau—t (page 52) =0. For NVT simulations the
conserved energy quantity is written to the energy and log file.

nsttcouple

(-1) The interval between steps that couple the temperature. The default value of -1 sets nsttcouple
(page 51) equal to 100, or fewer steps if required for accurate integration (5 steps per tau for first order
coupling, 20 steps per tau for second order coupling). Note that the default value is large in order to reduce
the overhead of the additional computation and communication required for obtaining the kinetic energy.
For velocity Verlet integrators nsttcouple (page 51) is set to 1.
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nh—-chain-length

(10)
frog

The number of chained Nose-Hoover thermostats for velocity Verlet integrators, the leap-
integrator=md (page 40) integrator only supports 1. Data for the NH chain vari-

ables is not printed to the edr (page 460) file by default, but can be turned on with the
print—-nose-hoover—chain-variables (page 52) option.

print—-nose-hoover-chain-variables

no

yes

tc-grps

Do not store Nose-Hoover chain variables in the energy file.

Store all positions and velocities of the Nose-Hoover chain in the energy file.

groups to couple to separate temperature baths

tau-t

[ps] time constant for coupling (one for each group in tc—grps (page 52)), -1 means no temperature
coupling

ref-t

[K] reference temperature for coupling (one for each group in t c—grps (page 52))

Pressure coupling

pcoupl
no
No pressure coupling. This means a fixed box size.
Berendsen

Exponential relaxation pressure coupling with time constant tau-p (page 53). The box is scaled
every nstpcouple (page 5